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106 Chapter 5. Using Markov models to analyze behavioral data of mice

Abstract

Automated home-cage systems allow the study of spontaneous behavior in
mice, and yield unbiased long-term continuous observations of behavior.
These long sequences of behavioral data facilitate the study of the pattern
of behavior over time. Generally, standard statistical techniques are used on
the data that these systems generate, reducing the behavioral information
over time to one summary statistic for each behavioral domain. As such,
these procedures discard arguably the most interesting and novel aspect
of the data: information on the dynamics of behavior. Here, we develop
and implement a statistical tool based on Markov modeling in a Bayesian
context to describe the temporal organization of behavior of groups of
mice, allowing for statistical comparisons of behavioral patterns between
groups of mice. By means of a simulation study, we demonstrated that the
developed model – a hierarchical hidden semi Markov model (HSMM) –
performs well but still requires some adjustment if it is to be applied to data
that resemble the observed mouse data. However, a real data example, in
which the behavioral patterns of young adult and aged C57BL/6J mice are
compared, already clearly demonstrates the advantage of the hierarchical
HSMM over standard summary statistical tests. The hierarchical HSMM
provided a more in-depth and more informative description of behavior, not
only revealing group di�erences that were not detected with conventional
analyses, but also providing clues on why these di�erences occur. As such,
modeling the dynamics of behavior in mouse models may shed new light
on e.g. the pathophysiology and treatment of neurological, psychiatric,
and neurodegenerative disorders that are often characterized by changes in
day-to-day behavior.
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In the field of Neuroscience, animal models are a valuable resource in studying
genotype-phenotype relations because they provide a controlled experimental set-
ting in which both the e�ects of genes and environment on traits of interest can be
studied. Novel targeted gene mutation technologies, expanding recombinant inbred
line resources, random mutation technologies, and pharmaco- and optogenetics all
furnish researchers with new methodology towards the understanding of the con-
tribution of genes to a trait, and the role of genes in biological processes and per-
turbations related to disease. To benefit from the increasing availability of mouse
models, reliable, high-throughput methods for comprehensive behavioral phenotyp-
ing have become important [24, 34, 106], and several systems have been developed.
One increasingly popular approach is the use of high-throughput automated home
cage systems to extract gene-behavior relations. Examples of these systems include
the PhenoTyper [36–40], Dualcage [41,42], the IntelliCage [43–45] and the Behavioral
Spectrometer [46].
Besides the advantage of observing the animal’s natural behavior in a habituated
environment without experimenters causing stress through handling, home cage sys-
tems allow for prolonged systematic observation of the animal (e.g., several hours or
days). For instance, such longitudinal observations allow one to study the duration,
frequency, composition of, and alternation between, active and inactive behavior
over several hours or days, complemented with information on episodes of feeding
and drinking behavior [47]. Investigating spontaneous mouse behavior can be of
general interest: in humans, the first symptoms of neurological, psychiatric and neu-
rodegenerative disorders are often identifiable through subtle or drastic changes in
day-to-day behavior (e.g., food intake, sleep and activity patterns) [53]. For example,
in Alzheimer’s patients deterioration of activity/rest cycles is a common and progres-
sive feature, occurring early in the disease. The activity/rest cycles in Alzheimer’s
patients are less stable, show a reduced peak level of activity and are more fragmented
compared to age matched controls [116]. Other progressive neurodegenerative dis-
eases such as Parkinson’s disease and Huntington’s disease are also characterized by
severely disturbed sleep [101,117]. Similarly, patients with Major Depression Disorder
(MDD) also show a change in day-to-day behavior: MDD is often characterized by a
changed sleep pattern (either insomnia or hypersomnia) and altered food intake [53].
Automated home-cage systems facilitate the study of the pattern of (spontaneous)
behavior of mice over time. As these new systems can detect small changes in behav-
ioral patterns, application of such systems to mouse models of human diseases can
provide new insights into the pathophysiology and treatment of these disorders [24].
While home cage systems allow the study of the pattern of multiple behaviors (e.g.,
feeding behavior, active behavior, inactive behavior), statistical analyses of the data
obtained through such systems have as yet focused mainly on one single behavioral
domain at the time. Examples include the number of visits to the shelter [39], the
average time spent in the shelter [37,39], the average amount of time spent on loco-
motor activity [36,37], the average distance moved over a certain time period [37,52],
and the time spent on a feeding platform [52]. Often, these data are described using
standard statistical models on a single summary statistic over one, or several con-
secutive, time windows (e.g., one average per hour). Information on the dynamics of
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behavior that one can extract from these longitudinal data is often discarded, while
this is arguably the most interesting and novel aspect of the intensive longitudinal
data provided by automated home-cage systems. For example, in mouse models of
neurodegenerative disorders, abnormalities in day-to-day behavior, like locomotor
activity, feeding patterns and sleep-wake cycle, are observed (some precede cognitive
and motor symptoms; see e.g., [50, 54–58]). However, these changes in the temporal
organization of behavior are either presented only graphically, or described using sev-
eral summary statistics over one, or several, time windows. Such analysis do not do
justice to the rich description of behavior that can be obtained from data obtained in
automated home-cages, and that may provide new insights into the pathophysiology
and treatment of disorders. For example, detailed descriptions of behavioral patterns
concern questions like which behavioral acts precede or succeed other acts, what is
the organization of these behavioral acts over time, and which behavioral acts cluster
together over time.
The aim of the current chapter is to develop modeling tools to describe the temporal
organization of behavior of a group of mice, and to allow for statistical comparisons
of such behavioral patterns between groups of mice (e.g., wild type versus mutant).
To model the temporal organization of behavior of mice, we use Markov modeling.
Markov models provide a means to study the temporal associations and transitions
between behavioral acts over time (e.g., see [59–63]). The application of Markov
models may shed a new light on the dynamics of animal behavior, and the role of
genes therein. Markov modeling was traditionally developed to describe one sequence
of observations, e.g., the translation of one fragment of spoken words into text (i.e.,
speech recognition), or the identification of the regions of DNA that encode genes
(i.e., gene tagging). However, to fully exploit the data produced by automated home
cage systems - which automatically track and measure behavior of multiple, indi-
vidually housed mice, simultaneously in a parallel fashion over prolonged periods of
time - an extension of the model is required.
The chapter is organized as follows. In section 5.1, we provide a short description
of the type of data that inspired the development of the statistical model presented
here. In section 5.2, we give an overview of di�erent types of Markov models that
can be used to model longitudinal mouse behavior. The models are characterized by
progressive flexibility and complexity, and culminate in our final model. We provide
a detailed description of this final Markov model in section 5.3, which is a hierarchical
hidden semi Markov model. In section 5.3.1, we show that this final model is practi-
cally viable by means of a small simulation study, and in section 5.3.2, we apply this
model to a dataset of adult versus aged mice. Conclusions and future directions are
discussed in section 5.4. In order to enhance the readability of this chapter, technical
details on model estimation are provided in the Supplement.

5.1 Description of the longitudinal mouse data
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The PhenoTyper The data used in this study were obtained using the Pheno-
Typer (PhenoTyper model 3000, Noldus Information Technology, Wageningen, The
Netherlands), an instrumented home cage in which rodent behavior is automatically
monitored through a video-based observation system (see Maroteaux et al. [39]). The
cages (L = 30 cm, W = 30 cm, H = 35 cm) have transparent Perspex walls with
an opaque Perspex floor covered with cellulose-based bedding. They are equipped
with a water bottle, a feeding station, a shelter in one corner (H=10 cm, D=9 cm,
non-transparent material), and a food reward dispenser (see Fig. 5.1A). Food and
water is provided ad libitum. Video tracking is performed by an infrared-sensitive
video camera installed in the top unit of each cage together with a number of in-
frared LEDs. The X-Y coordinates of the center of gravity of mice are sampled at
a resolution of 15 coordinates per second, and are acquired using EthoVision soft-
ware (EthoVision HTP 2.1.2.0, based on EthoVision XT 4.1, Noldus Information
Technology, Wageningen, The Netherlands [3]), see Fig. 5.1B for a screenshot of
the infrared-sensitive video camera plus red tracking dot of the center of gravity
of the mouse. The X-Y coordinates are processed to generate both the location of
the mouse in the cage and its movement speed using AHCODATM analysis software
(Synaptologics BV, Amsterdam, The Netherlands) and R 2.15.0 [118], see Fig. 5.1C
for an example of the processed output. Mice were introduced into the PhenoTyper
during the light phase (14:00-16:00h), and the video tracking of the mouse started
at the onset of the first dark phase (19:00h). Mice stayed in the PhenoTyper for 6
to 7 days. In the current chapter, we focus on modeling spontaneous behavior that
is observed during the first three days in the PhenoTyper.
In Markov models, the parameters that describe behavior are assumed to be stable
over time (i.e., time-homogeneous). In order to select such a time-homogeneous set
of behavioral data, one has to take into account that 1) mice take several days to
habituate to a new environment, causing the behavior of the first days to change over
time (i.e., not time-homogeneous), 2) mice are nocturnal, i.e., mostly active during
the dark-phase, and 3) mice usually display episodes of activity during the night.
As C57BL/6J mice have been shown to habituate within 3 days, and their behavior
shows a characteristic peak of activity during the beginning of the dark-phase [38],
the current chapter models spontaneous behavior during the first 4 hours after first
exiting the shelter during the third dark-phase.

Classifying behavior into mutually exclusive behavioral acts Using the infor-
mation on the location and movement speed of the animal, it is possible to classify
the behavior of the animal into basic, mutually exclusive, behavioral acts at each
point in time. We used the following 9 behavioral acts (see Table 5.1) as input for
our analyses: sit, linger, move, eat, on the shelter, short in shelter, medium in shel-
ter, long in shelter, and missing. In Fig. 5.1D, the behavioral acts are depicted for
a representative C57BL/6J mouse during the first 4 hours of dark-phase 3. In the
typical examples presented below, we refer to this mouse as Mouse X.
The acts eat and linger were defined by a combination of ad hoc rules based on

location and/or movement speed. These acts were validated by comparing the auto-
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mated classifications with human scoring of video recordings. Behavioral acts that
were automatically annotated by the AHCODATM analysis software (i.e., sit, move,
on shelter, and - in shelter) were assumed to be correctly coded. To validate the be-
havioral acts eat and linger, we employed a program designed by Bastijn Koopmans
(Synaptologics BV, Amsterdam, The Netherlands) that simultaneously shows the
video recording of the mouse and the inferred behavioral act on a computer screen.
This allows the experimenter to verify the annotation of the displayed episodes of
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Figure 5.1: Schematic overview of the PhenoTyper and its produced output. (A)
Schematic overview of the PhenoTyper, with 1) feeding station, 2) feeder zone,
3) shelter, 4) drinking spout, and 5) food reward dispenser. (B) Still from the
camera in the top of the cage with superimposed the red tracking dot tracking
the center of gravity of the mouse. (C) Example output after processing the
X-Y coordinates into information on the location of the animal in the cage (in
the feeder zone, on the shelter, in the shelter or in the remaining area of the
PhenoTyper) and movement speed (arrest, linger, or move). (D) Classified
behavioral acts for Mouse X (an example C57BL/6J mouse) over the first 4
hours after the animal first left the shelter during dark-phase 3.
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behavior. The videos were scored by two independent judges, who were familiar
with the definitions of the behavioral acts. To assess the reliability of the automatic
annotation (i.e., the percentage of video material that according to both automatic
classification and human scoring contained the act linger or eat), the annotation of
the displayed episodes of linger and eat were checked in a total of 23 videos of 8 dif-
ferent C57BL/6J mice. The video recordings were made over 7 di�erent dark-phases
(i.e., dark-phase 1 to dark-phase 7, 2 to 4 dark-phases per mouse), each covering
approximately the first 3 hours of the dark phase, excluding the time until the mouse
first exited the shelter. This amounted to 0.5 to 3.5 hours of recordings per dark-phase
per mouse, adding up to 25,5 hours of recordings in total. To verify the percentage
of captured episodes of linger and eat (i.e., 100% minus the percentage of behavior
not classified as the target act by the automated classification system but classified

Table 5.1: ethogram

Behavioral act Definition

move More than 1 cm change in the animal’s position, where position cor-
responds to the position of its center of gravity

linger Segment starting when an animal’s position changes within 1cm, and
continuing as long as the animal stays within a 3 cm radius and the
change in position between two consecutively sampled X-Y coordi-
nates is within 1cm. Staying within the 3 cm radius is calculated
using a moving average window from the beginning of the linger seg-
ment onwards

sit Stationary position (i.e., arrest), that is not part of a linger segment

eat Sit or linger act in the feeder zone, lasting at least 15 seconds

on the shelter Animal is located on top of the shelter

short in shelter Animal makes a short-duration shelter visit lasting no longer than a
predetermined time (e.g., 30 seconds for C57BL/6J); the exact time
is determined by modeling the data of the control group

medium in shel-

ter

Animal’s shelter visit lasting no more and no less than that predeter-
mined times (e.g., between 30 seconds and 25 minutes for C57BL/6J);
the exact times are determined by modeling the data of the control
group

long in shelter Animal’s shelter visit that lasts more than a predetermined time (e.g.,
longer than 25 minutes for C57BL/6J); the exact time is determined
by modeling the data of the control group

missing Tracking system lost the animal, e.g., because of a fast movement, or
reflection in the walls of the PhenoTyper
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as the target act by human scoring), 3 videos of 3 di�erent mice were fully screened
for the act linger (adding up to 7 hours and 26 minutes of recording in total) and 4
videos of 4 di�erent mice were fully screened for the act eat (adding up to 10 hours
and 28 minutes of recording in total). The validation results are provided in Table
5.2. The behavioral act drink is not part of the ethogram as we were not able to
adequately classify this behavior automatically.

The behavioral act move is assigned when the animal makes a medium or fast
movement, which is defined as a change in position beyond 1 cm. The position of
an animal corresponds to the position of its center of gravity. The behavioral act
linger is assigned when the animal is moving slowly, and this act is considered part
of exploratory behavior. The reliability of the automatic annotation of linger was
79 % (see Table 5.2). Behavior that was (according to human scoring) automati-
cally classified correctly as linger, mostly involved sni�ng and/or ’looking around’
behavior (64%). Slow moving (15%), climbing (12%), and rearing (8%) were minor
components. Behavior that was (according to human scoring) automatically clas-
sified falsely as linger mostly involved medium or fast locomotive movements (i.e.,
move, 50%), in addition to drinking (22%), sitting (14%), grooming (7%), and eating
(7%). We captured 79% of linger acts for the screened mice (see Table 5.2).
The behavioral act sit is assigned when the animal is not moving, and is distinguished
from sleeping outside of the shelter by the amount of time the animal does not move:
not moving for longer than 5 minutes was classified as out-of-shelter sleeping. As
very few mice showed this behavior, the mice that did display this behavior were

Table 5.2: Validation of the automatic annotation of the acts linger and eat using hu-
man scoring. Reliability: the percentage of video material that contained the
behavioral act according to both automatic classification and human scoring.
Captured episodes: 100% minus the percentage of video material that contained
the behavioral act that was not detected by the automated classification system,
but was classified as the behavioral act by human scoring. Automatic scoring:
the amount of video material that contained the act according to the automatic
classification system. Human scoring: the amount of video material that con-
tained the act according to human scoring. The amount of video material is
given in hours (h) and minutes (m).

linger eat

Total amount of video material used 25:30 25:30
Reliability Automatic scoring 6:29 11:51

Correct according to human scoring 5:07 10:43
Reliability 79% 90%

Total amount of video material used 7:26 10:28
Captured episodes Human scoring 0:56 1:30

Missed by automatic scoring 0:15 0:09
Caputured episodes 79% 91%
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excluded from further analysis.
The behavioral act on shelter is assigned when the animal is located on top of the
shelter. During this act, the animal was typically involved in exploring behavior (e.g.,
rearing, sni�ng or looking around, or occasionally grooming behavior).
The behavioral act eat refers to feeding behavior, and is assigned when the animal
sits or lingers in close proximity to the feeder (as indicated by the "feeder zone", Fig.
5.1A) for at least 15 seconds. The threshold of 15 seconds was determined using the
human scored and automatically classified behavior of the video data. This threshold
was found to maximally distinguish eating from non-eating behavior in close prox-
imity of the feeder station. Using this threshold, the reliability of the automatic
annotation of eat was 90% (see Table 5.2). When behavior was incorrectly classified
as eat, the mouse was mostly sitting (55%), in addition to climbing on the feeder
(21%), grooming (12%), exploring (7%), or displaying other behavior (6%). We cap-
tured 91% of eat acts in the screened mice (see Table 5.2). The 9% of eat episodes
that were missed were misclassified because the eating episode was interrupted by a
move (31%), the tracking system lost the mouse (24%), the episode truly lasted less
than 15 seconds (24%), or because the mouse was outside the feeding zone (21%).
We classified shelter visits as short in shelter, medium in shelter, and long in shelter,
as Loos et al. [38] have shown that shelter visits of di�erent duration may represent
di�erent biological dimensions and distinguishing between them is highly instrumen-
tal in establishing significant strain di�erences. The three types of shelter visits were
distinguished by means of a Gaussian mixture model of the log

2

of the shelter visit
durations (see Loos et al. [38]). To make the three types of shelter visits comparable
in mice within and between groups, the thresholds defining the shelter visits were
determined over the pooled data of the control group (e.g., the wild type siblings).
For instance, for a group of 30 C57BL/6J mice, the thresholds for distinguishing
short, medium, and long in shelter visits were 30 seconds and 25 minutes, respec-
tively. During short visits, the animal typically moves, slowly or quickly, through
the shelter, usually entering through one entrance and exiting via the other entrance.
As the shelter is not equipped with a camera, we have no information on what the
animal does during medium and long visits.
The category missing simply denotes missing data, i.e., a consequence of the tracking
system "losing" the animal. This occurs when the animal makes a fast movement,
when the outline of the mouse is reflected in the walls of the PhenoTyper as some-
times happens when the mouse is in close proximity to the wall, or when the mouse
is climbing (e.g., in the feeding station) causing the mouse to be outside the range of
the camera. To ease presentation, we refer to the missing category as a behavioral
act, i.e., we refer to 9 behavioral acts (8 acts + missing).
In summary, using the X-Y coordinates of the center of gravity of mice produced by
the video tracking software of the PhenoTyper, we are able to automatically clas-
sify the recorded behavior into 9 basic, mutually exclusive, behavioral acts. The 9
distinct behavioral acts are sit, linger, move, eat, on the shelter, short in shelter,
medium in shelter, long in shelter, or missing (see Table 5.1). Validation of the acts
eat and linger demonstrated that the reliability and the amount of captured episodes
of these acts, that are defined by a combination of ad hoc rules based on location
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and/or movement speed, are high. After classifying the recorded behavior of the
animal into one of the 9 distinct behavioral acts, the data at the resolution of 1/15th

of a second is aggregated such that each behavioral act has a duration rounded to
whole seconds.

5.2 Background and notation

The type of data described above can be modeled in di�erent ways. In this paragraph,
we describe these models, and proceed towards the final, most flexible model: a
hierarchical hidden semi Markov model. This final model allows the description of
the temporal organization of behavior within and between groups. We illustrate each
model using the data of Mouse X, the C57BL/6J mouse whose behavioral data are
presented in Fig. 5.1D. A glossary of definitions of key (statistical) terms related to
both the main text and the Supplement is provided at the end of this chapter.

5.2.1 Markov chain model

The simplest manner to translate the temporal organization of behavior to a statis-
tical model is to investigate the transitions from one observed behavior to the next.
For example, if the mouse is eating at the current observation, which behavioral act
is most likely to follow? In other words, what is the probability of switching from
behavior A in the current observation to behavior B in the next observation? If
we assume that the probability of switching to the next behavior only depends on
the current observed behavior, and not on the sequence of behaviors preceding it,
the appropriate statistical model is a (discrete time) Markov chain (MC) model (see
e.g., [64, 119, 120]). A MC model models the sequence of events {Ot : t = 1, 2, . . .}
from time point t = 1 to t = T , where the possible values of Ot, also called "events",
are a countable set Ot œ {1, 2, . . . , q}. In ethological applications, the events used
as input for the model are the behavioral acts. In applying the model to the mouse
data, the 9 behavioral acts described above represent the set of possible events. The
term ’discrete time’ implies that the data are assumed to be generated by a discrete
process, i.e., the observed events occur at distinct, separate points in time. In case
of the mouse data, we transform the data such that for each second we observe one
behavioral act. The sequence of events is said to be a MC if it satisfies the Markov
property,

Pr(Ot+1

| Ot, Ot≠1

, . . . , O
1

) = Pr(Ot+1

| Ot), (5.1)

i.e., the property that the probability of switching to the next event Ot+1

only de-
pends on the current event Ot, and not on preceding events. Hence, the model is
said to be ’memoryless’. The directed graph below illustrates a MC model on mouse
data:
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The transitions between the observed events are represented by the transition proba-
bility matrix �, in which element “ij denotes the probability of switching from event
i in the current observation t to event j in the next observation t + 1:

“ij = Pr(Ot+1

= j | Ot = i) with
ÿ

j

“ij = 1, (5.2)

where the probabilities of each row, including the self-transition probabilities “ii

(i.e., the elements on the diagonal of matrix � that denote the probability that the
next observed act is the same as the current act), add up to 1. The transition proba-
bility matrix � includes the complete set of probabilities to transition from event (or
behavioral act) i to event j (j œ {1, 2, . . . , q}, which includes i). As the MC model is
a discrete time model, the duration of an event is not modeled explicitly, but repre-
sented by the self-transition probabilities “ii. This implies that the durations of the
events follow a geometric distribution (i.e., the discrete time analogue of the expo-
nential distribution), with the probability of a certain time t spent in an event given
by “t≠1

ii (1 ≠ “ii). Importantly, the transition probabilities “ij are assumed constant
over time, i.e., the MC is time-homogeneous.
To illustrate the MC model, we applied it to the data of Mouse X. The transi-
tion probabilities between di�erent acts and the probability of self-transitioning are
depicted in Fig. 5.2 (note: the transition and self-transition probabilities of the be-
havioral act missing were included in the model but are omitted from the figure to
avoid clutter). The complete transition probability matrix is given in Supplementary
Table 5.S1. We observe that Mouse X often switches back and forth between sit and
move, and between move and linger. In addition, when a short in shelter act stops,
it is typically followed by linger, and when an on shelter act stops, it is typically
followed by move. As each behavioral act lasts several (sometimes many) seconds,
the probability of self-transitioning is always (much) higher than the probability to
transition to another behavioral act. For behavioral acts of long durations (i.e., eat,
medium in shelter, long in shelter), the probability of switching to another behavioral
act is small (< .01), which simply implies that Mouse X engages in these behaviors
for a prolonged period. This suggests that a continuous time model is more suitable
to describe the mouse data, in which the transition probabilities of switching between
di�erent acts are teased apart from the durations of acts.

5.2.2 Continuous time Markov chain model

In a continuous time Markov chain (CTMC) model (see e.g., [60, 120, 121]), the
probabilities of self-transitioning are replaced by a measure of the duration of each
behavioral act. As such, the CTMC model is similar to the MC model, except that
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the CTMC links each event to a duration of events (e.g., 1 sleep event lasting for 5
minutes), rather than allowing subsequent events to represent the same event (e.g.,
3000 consecutive sleep events if a mouse sleeps for 5 minutes). The durations of
the events are modeled separately by means of a distribution that characterizes the
probability of the sojourn time within a behavioral act before the next act is ob-
served. Hence, a CTMC models the sequence of events {Cn : n = 1, 2, . . . N}, with
corresponding durations {dn : n = 1, 2, . . . N}. As each event is linked to a duration
rather than to one unit of time (as in the MC model), we denote the events by C
instead of O, and the events C are indexed by the event number n instead of the
point in time t. The event Cn is observed from (

q
n̄<n dn̄)+1 to

q
n dn, i.e., the start

time of event Cn is given by the sum of all previous durations plus 1, the end time

sit
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Figure 5.2: MC model applied to the data of Mouse X. The MC model summarizes
the mouse data by the transition probabilities between di�erent behavioral
acts and the probabilities to continue in the same behavioral act (i.e., self-
transitions). Transition probabilities < .01 and the behavioral act missing

plus its transition and self-transition probabilities are omitted from the figure
to avoid clutter (see Supplementary Table 5.S1 for the full transition proba-
bility matrix).
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of event Cn is given by the sum over all durations up to and including the duration
dn of the current event Cn.
Similar to the MC model, the events (or acts) Cn are a countable set Cn œ {1, 2, . . . , q},
and the sequence of events are assumed to satisfy the Markov property:

Pr(Cn+1

| Cn, Cn≠1

, . . . , C
1

) = Pr(Cn+1

| Cn). (5.3)

Specifically, the probability of switching to the next event Cn+1

only depends on the
current event Cn. We applied the CTMC model to the mouse data, where the 9
behavioral acts represent the set of events. The directed graph below illustrates the
CTMC model as applied to the mouse data:

move
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eat
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In the CTMC model, consecutive events comprising the same act C are modeled as
event Cn with a certain duration. Hence the transition probabilities only denote the
probability of switching from one event i to a di�erent event j, and the diagonal
elements of the transition probability matrix � (i.e., the self-transitions, “ii) are set
to zero:

“ij = Pr(Cn+1

= j | Cn = i), i ”= j with
ÿ

j

“ij = 1 and “ii = 0. (5.4)

The distribution used to model the durations of the events is the exponential distri-
bution. This distribution characterizes a memoryless process as the probability of
spending another t seconds in an event is independent of the time already spent (i.e.,
the sojourn time) in the event. Hence, the duration or sojourn time of each event (i.e.,
the amount of time each event takes) in the sequence {Cn : n = 1, 2, . . .}, denoted by
the sequence of durations {dn : n = 1, 2, . . .}, has an exponential distribution:

dn ≥ ⁄e≠⁄t, (5.5)

where ⁄ is called the (termination) rate parameter, which can vary between di�erent
events (or acts). The probability of staying within the current event at any point
in time equals e≠⁄, and the mean duration of each event equals 1/⁄. To illustrate
the CTMC model, we applied it to the data of Mouse X. The transition probabilities
between di�erent behavioral acts, and the mean duration times of each behavioral
act, are depicted in Fig. 5.3. The transition probabilities and mean duration of the
behavioral act missing were included in the model, but are omitted from the figure
to avoid clutter. The complete transition probability matrix, the termination rates
⁄ for each behavioral act, and the mean duration of each behavioral act is given in
Supplementary Table 5.S2. Compared to the MC model, the CTMC model provides
more information on switches observed between di�erent acts: we observe that both
long and medium in shelter are also typically followed by linger, and eat is typically
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followed by move. Similar to the MC model, we also observe that Mouse X often
switches back and forth between sit and move and between move and linger, and
that short in shelter and on shelter acts are typically followed by linger and move,
respectively. The mean durations of the acts are easily obtained when using the
CTMC model, for example showing that move and sit acts usually only last about 1
and 2 seconds, respectively. The CTMC model shows that the animal often quickly
switches between di�erent behavioral acts that last only a few seconds. This raises
the question whether the dynamics between these short behavioral acts is biologically
relevant, or whether we should rather focus on the dynamics between clusters of acts
that represent more holistic behavioral states.
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Figure 5.3: CTMC model applied to the data of Mouse X. In the CTMC model, the du-
rations of acts, modeled through exponential distributions, and the transition
probabilities between di�erent behavioral acts are teased apart. Transition
probabilities < .01 and the behavioral act missing plus its transition proba-
bilities and mean duration are omitted from the figure to avoid clutter (see
Supplementary Table 5.S2 for the full transition probability matrix and the
mean duration of each act).
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5.2.3 Modeling latent states rather than observed acts

One way to cluster observed behavioral acts is by positing latent, or hidden, states,
here corresponding to hidden behavioral states. Such hidden states are inferred from
clusters of the observed acts. It is potentially useful to focus on the dynamics of hid-
den states rather than the dynamics of the observed acts, as shown before by Carola,
Mirabeau and Gross [59] in relation to maternal mouse behavior. Hidden states may
provide a more parsimonious and biologically more informative description of the
data.
To illustrate, we consider a few examples. First, suppose an animal often switches
back and forth between move and sit, resulting in high transition probabilities be-
tween these acts. Rather than viewing this behavior as frequently alternating between
move and sit, we could view the behavior as a unitary behavioral cluster or state (say,
interrupted Moving). We shift our focus from the constituent acts (sit, move) to the
more holistic behavioral state. Clustering the move-sit-move sequences together as
a general "Moving state" provides a simpler, more parsimonious description of the
behavioral pattern that we are interested in: how long do Moving sequences generally
last, and what is the animal likely to do next.
A second example is long eating events interrupted by a short movement (e.g., a
twist of the body, a short digging or move towards the feeder). Clustering these be-
haviors together into one Eating state provides a more accurate description of what
the animal is actually doing and the duration of this behavior, and thus of the actual
behavioral pattern. After all, we are not interested in these minor interruptions per
se: we are interested in the actual Eating state, and the transitions from that Eating
state to a behaviorally di�erent state, e.g., Moving, state. Especially the duration
of the hidden Eating state will give a more accurate description of a mouse’s eating
behavior than the various durations of the interrupted observed eat acts.
A third example relates to the possibility of teasing apart di�erent functions of the
same behavioral act by referring the same act to di�erent hidden behavioral states.
In the mouse data, we observe that if a mouse moves or sits, it does this in sev-
eral ways. We observe fragments where the mouse is mostly moving, interrupted by
some short sitting stops. We also observe fragments where the mouse sits for longer
uninterrupted periods. Using the individual behavioral acts, both sitting fragments
are considered equivalent, while they arguably reflect di�erent behaviors: the former
is a stop in a move sequence, while the latter is ’true’ sitting. Describing the data
through hidden states that comprise behavioral acts that cluster together in time
teases these two types of sitting apart by classifying them into di�erent behavioral
states.
These examples show that it may be preferable to model and interpret the dynamics
of hidden behavioral states, rather than the dynamics of individual observed behav-
ioral acts. It is important to note that the composition of the behavioral states is of
interest in its own right. As demonstrated below, we can actually compare the com-
position of behavioral states between mice and over groups of mice. This can yield
valuable information (see for an example e.g., [59], showing that the hidden state
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Maternal care di�ered meaningfully in composition between C57BL/6J and BALB/c
mother mice).
Finally, we emphasize that inspecting the dynamics of behavior using more encom-
passing behavioral states provides a more parsimonious and easier to interpret de-
scription of behavior than that o�ered by the analysis of individual behavioral acts.
Newly developed automated home cage systems like the Spectrometer [46] or the
system of Jhuang et al. [48] can extract many more behavioral acts than the present
data obtained with the PhenoTyper system (e.g., grooming, rearing and climbing),
providing a more detailed account of murine behavior, as such facilitating research
on mouse models of e.g., OCD and ADHD. However, with increasing numbers of dis-
tinguishable acts, the overall picture on the pattern of behavior becomes even harder
to discern than with the present data (i.e., 8 di�erent behavioral acts - not counting
missing - resulting in 56 transition probabilities and 8 durations), and we therefore
consider models that allow a more parsimonious description through hidden states
to be expedient.

5.2.4 Hidden Markov models

The Hidden Markov Model (HMM) is used 1) to infer latent or hidden states, which
are defined by the probability to observe acts, and 2) to account for the dynamics of
the observed acts in term of the dynamics of the hidden states (see e.g., [64,122–124]).
The former is based on the assumption that a given observed act or event Ot in the
sequence {Ot : t = 1, 2, . . . , T} is generated by an underlying, latent state St. The
latter is based on the assumption that the sequence of hidden states {St : t =
1, 2, . . . , T} forms a Markov chain. The HMM is a discrete time model: for each
point in time t, we have one hidden state that generates one observed event for that
time point t.
The probability of observing the current event Ot is exclusively determined by the
current latent state St:

Pr(Ot | Ot≠1

, Ot≠2

, . . . , O
1

, St, St≠1

, . . . , S
1

) = Pr(Ot | St). (5.6)

The probability of observing Ot given St can have any distribution, e.g., discrete or
continuous. In case of our mouse data, the 9 behavioral acts constitute the observed
events, hence the probability distribution of Ot given any of the underlying, latent
states is a categorical distribution.
The hidden states in the sequence take values from a countable finite set of states
St = i, i œ {1, 2, . . . , m}, where m denotes the number of distinct states, that form
the Markov chain, with the Markov property:

Pr(St+1

| St, St≠1

, . . . , S
1

) = Pr(St+1

| St). (5.7)

That is, the probability of switching to the next state St+1

depends only on the
current state St. As the HMM, as presented thus far, is a discrete time model, the
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duration of a state is represented by the self-transition probabilities “ii, where the
probability of a certain time t spent in state S is given by the geometric distribution:
“t≠1

ii (1 ≠ “ii), as in the MC model. (With respect to the modeling of durations, we
thus take a step back to introduce the concept of hidden states.) An extension of
the HMM accommodating continuous durations of these hidden states is described
below. The directed graph below illustrates the discrete time HMM, as applied to
the mouse data:

move

Ot≠2

move

Ot≠1

sit

Ot

move

Ot+1

eat

Ot+2

Non
explorative

move

St≠2

Non
explorative

move

St≠1

Non
explorative

move

St

Non
explorative

move

St+1

Eating

St+2

The discrete time HMM includes three sets of parameters: the initial probabilities
of the states fii, the matrix � including the transition probabilities “ij between the
states, and the state-dependent probability distribution of observing Ot given St with
parameter set ◊i. The initial probabilities fii denote the probability that the first
state in the hidden state sequence, S

1

, is i:

fii = Pr(S
1

= i) with
ÿ

i

fii = 1. (5.8)

Often, the initial probabilities of the states fii are assumed to be the stationary
distribution implied by the transition probability matrix �, that is, the long term
steady-state probabilities obtained by limT æŒ �T . The transition probability matrix
� with transition probabilities “ij denote the probability of switching from state i at
time t to state j at time t + 1:

“ij = Pr(St+1

= j | St = i) with
ÿ

j

“ij = 1. (5.9)

That is, the transition probabilities “ij in the HMM represent the probability to
switch between hidden states rather than between observed acts, as in the MC and
CTMC model. The state-dependent probability distribution denotes the probability
of observing Ot given St with parameter set ◊i. In case of our mouse data, the state-
dependent probability distribution is given by the categorical distribution, and the
parameter set ◊i is the set of state-dependent probabilities of observing acts. That
is,

Pr(Ot = o | St = i) ≥ Cat(◊i), (5.10)
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for the observed outcomes o = 1, 2, . . . , q and where ◊i = (◊i1, ◊i2, . . . , ◊iq) is a vector
of probabilities for each state S = i, . . . , m with

q
◊i = 1, i.e., within each state, the

probabilities of all possible outcomes sum up to 1.
As above, we assume that all parameters in the HMM are independent of t, i.e.,
we assume a time-homogeneous model. In Supplement 5.5.2 we discuss three meth-
ods (i.e., Maximum likelihood, Expectation Maximization or Baum-Welch algorithm,
and Bayesian estimation) to estimate the parameters of an HMM. We chose to use
Bayesian estimation because of its flexibility, which we will require in further devel-
oping the model.

Determining the number of states The first step in developing a HMM is to
determine the number of states m that best describes the observed data, and is a
model selection problem. In case of the mouse data, the task is to define the states
by clusters of observed behavioral acts that provide a reasonable, biologically inter-
pretable, description of the data. As such, we used a combination of unadjusted and
the Bayesian Information Criterion (BIC) adjusted log- likelihoods and the biologi-
cal interpretability of the estimated states to choose between models. We used both
the unadjusted and BIC adjusted log-likelihoods, because the likelihood ratio test,
commonly used to compare nested models, cannot be used in case of the HMM (i.e.,
the di�erence in the log-likelihoods between models is not ‰2 distributed [125]). The
BIC adjusted log-likelihood provides an alternative to compare the log-likelihoods
of various models adjusted for the number of estimated parameters in the model.
The BIC is defined as BIC = ≠2logL + np log(T ), where L is the likelihood of the
model, np is the number of (freely) estimated parameters, and T is the length of the
observed event sequence (see Supplement 5.5.2 for the likelihood function). 1

Determining the most likely state sequence Given a well-fitting HMM, it
may be of interest to determine the actual sequence, or order of succession, of hidden
states that has most likely given rise to the sequence of events as observed in an
individual mouse. Given a large computational burden (i.e., in the more complex
models discussed below), we use local decoding in which the probabilities of the hid-
den state sequence are obtained simultaneously with the model parameters estimates,
instead of the well-known Viterbi algorithm [127, 128]. In local decoding, the most
likely state is determined separately at each time point t, in contrast to the Viterbi
algorithm in which one determines the joint probability of the complete sequence of
observations O

1:T and the complete sequence of hidden states S
1:T (see Supplement

5.5.2 for details).
1We note, however, that the BIC approximates the posterior distribution of the param-

eters by a Gaussian distribution, which might not be appropriate for models including
parameters on the boundary of the parameter space (e.g., close to 0 or 1 in case of prob-
ability estimates), or for small data sets, as exemplified by Scott [126]. Model selection
is therefore not a straightforward procedure in the context of HMM, and the choices
remain subjective.
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Figure 5.4: The 5 state HMM illustrated on the data of Mouse X. The HMM summarizes
the mouse data by clustering observed behavioral acts into hidden states and
inferring the dynamics between these states (i.e., the probabilities of transi-
tioning to a di�erent behavioral state and the probability to remain in the
same behavioral state. i.e., self-transitioning). (A) State composition and
dynamics between the 5 hidden states. Transition probabilities < .01 are not
shown. (B) The observed behavioral acts (bottom) and the accompanying in-
ferred hidden state sequence using the Viterbi algorithm on the 5 state HMM
(top) for the 20th to 40th minute of the data of Mouse X.
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Application of the HMM using Bayesian estimation To illustrate the HMM
model, we applied it to the behavioral data of Mouse X. As a small portion of the
behavioral acts are coded as missing, one has to decide how to treat this missing
data in the HMM. We chose to include the missing observations explicitly into our
model to incorporate the possibility that the missingness occurs more often in some
hidden states (e.g., an Active state) than in others (e.g., an Eating state). That is,
as the tracking system is more likely to lose the mouse in given regions of the cage,
or at given movement speeds, we assume that the data are not missing completely
at random [129].
We fitted HMMs with 4, 5, and 6 states using Bayesian estimation. All parame-
ters, i.e., the state-dependent probabilities ◊i of the mouse data and the transition
probabilities �i, were assigned non-informative priors (that is, a symmetric Dirichlet
distribution with the parameters set to a vector of 1’s). All three models converged
within 500 iterations, where convergence was assessed visually using plots of the
sampled parameter values over the iterations (i.e., so-called trace plots), and the
cumulative median and variance (i.e., by inspecting the median and variance of the
sampled parameter values over the consecutive iterations, one can determine whether
the posterior distribution reached a stable shape or not). The parameter estimates
of the next 1.000 iterations provided the posterior distributions of the parameters.
The 4 state HMM included the following states: a Non-explorative movement state
composed mainly of sit and move; an Exploration state composed mainly of linger,
on shelter and short in shelter ; an Eating state composed of eat; and a Resting state
composed of medium and long in shelter. The 5 state HMM included the same states,
with the exception that linger was no longer included in the Exploration state but
formed a state on its own, together with a small percentage of move acts, which in the
4 state HMM were included in the Non-explorative movement state. The Exploration
state was broken down into a Shelter-exploration state (i.e., on the shelter and short
in the shelter), and an Explorative movement state (i.e., linger and move). The 6
state HMM broke the Non-explorative movement state down into a separate Sitting
and Moving state.
The averaged log-likelihood of the 4, 5, and 6 state HMM over the 1.000 iterations
equaled 11729 (SD = 6), 9629 (SD = 6), and 9195 (SD = 8). The BIC adjusted log-
likelihoods for the 4, 5, and 6 state HMMs were 23879, 19832, and 19136, respectively.
Given that both the unadjusted log-likelihood and the BIC adjusted likelihood of the
5 state HMM are substantially lower than that of the 4 state HMM, and the 5 state
model (also) provides biologically interpretable states, we preferred the 5 state model
over the 4 state model. We favored the 5 state HMM over the 6 state HMM, because
the 5 state solution provides a more parsimonious description of the observed data,
and the di�erence in the BIC adjusted log-likelihood on the 5 and 6 state HMM is
substantially smaller than the di�erence between the 4 and 5 state HMM.
The 5 state HMM clusters the observed behavioral acts in biologically meaningful
hidden states, and describes the dynamics of switching between the states. The 5
state model includes (5≠1)◊5 = 20 transition probabilities and (9≠1)◊5 = 40 state
conditional probabilities, i.e., the probability of observing each behavioral act within
state S = i. The transition probabilities between behavioral states, and the state
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decomposition (i.e., the percentage of observations of a specific behavioral act within
each hidden state) of the 5 state HMM are depicted in Fig. 5.4A. The complete tran-
sition probability matrix and conditional probabilities of each behavioral act within
the behavioral states is given in Supplementary Table 5.S3. We observe that Mouse
X typically switches back and forth between the Non explorative movement and Ex-
plorative movement state, and that the Shelter exploration state is typically entered
through the Non explorative movement state and followed by the Explorative move-
ment state. The sequence of observed acts and the accompanying sequence of hidden
states obtained using the Viterbi algorithm on the 5 state HMM is given in Fig.
5.4B for a subset of the data of Mouse X. The inferred hidden state sequence shows
how the acts cluster together over time within the hidden states. For example, the
Explorative movement state is typically composed of large blocks of linger segments,
interrupted by short move segments.
The HMM has, to our knowledge, been used once before to analyze (maternal) mouse
behavior [59]. A drawback of using the HMM to analyze mouse behavior is, how-
ever, that the probabilities of switching from one of the longer lasting behavioral
states such as Eating and Resting to another state are small (< .01) and, hence, hard
to interpret. This results from the discrete time nature of the HMM: as discussed
in relation to the discrete time MC, longer lasting states imply large self- transi-
tion probabilities, rendering the probabilities to transition to another state small.
In addition, the amount of time spent in a state in the HMM is assumed to be a
function of a memoryless process (i.e., a geometric distribution) in the HMM: the
probability of spending another t seconds in a state is assumed not to depend on the
time already spent - i.e., the sojourn time - in the state. It is questionable whether
this assumption is tenable in the study of mouse behavior (see Allcroft [61]). For
instance, after a certain amount of time has been spent in the Eating state, satiety
will decrease the probability of remaining in that state. Hence, models which are
memoryless are not necessarily biologically plausible for mouse data [61]. These two
points combined suggest that extending the model to one that links the states to
an explicit duration (as in the CTMC model) and utilizes a duration distribution
other than the geometric (or exponential) distribution is expedient. Such a model
renders the transition probabilities distinct from the state durations, and relaxes the
memorylessness assumption of the duration distribution. To our knowledge, no other
Markov related model including hidden states, besides the HMM, has been used to
analyze longitudinal mouse data. As such, a model including the above-described
extensions is a new tool to analyze mouse data.

5.2.5 Hidden semi Markov models

The Hidden semi Markov model (HSMM) links the states to an explicit duration
and relaxes the memoryless assumption of the duration distribution of the states
(see e.g. [130, 131]). In a HSMM, the underlying process (i.e., the process of the
hidden states), is a semi-Markov chain, which is characterized by a duration (i.e., the
amount of time the process remains in a state), d, that depends on the time spent in
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the state. As the probability of switching from state S = i at time point t to state j
(i ”= j) at time point t+1 now depends on the sojourn time in the current state i, the
Markov property of memorylessness is violated, hence the term "semi" in this model.
The state duration d is a random variable from the integer set d œ {1, 2, . . . , u}, and
is associated with the number of observations produced while in state i. Here, u
denotes the maximum possible duration time that a state can assume (often taken to
be the total observation time, i.e., u = T ). Note that d is restricted to whole units of
time (i.e., d is a discrete variable; see below). The distribution of the state duration
can be non-parametric or parametric (e.g., a discrete distribution like a Poisson or
Negative Binomial distribution, or one can approximate the distribution of d with a
continuous distribution, for example Exponential or Gamma).
In the HSMM, the underlying stochastic process is assumed continuous: each state is
linked to a variable duration or sojourn time. Hence, we define the continuous time
hidden state sequence {Sn : n = 1, 2, . . . , N}, where each state Sn has an explicitly
defined duration d = dn. Here, the index n denotes the segment number, i.e., only
counting when the state in the hidden state sequence changes, and segment n taking
place from (

q
n̄<n dn̄)+1 to

q
n dn. However, the points in time at which the hidden

state sequence changes (i.e., the start and end times of the states) are not known in
advance, and need to be inferred from the probability of state S = i at every point
in time t for every possible duration d, given the associated observed events and
the state duration distribution. Hence, for convenience, we still index the observed
events O with t instead of n. In addition, in case that we need to evaluate the hidden
state sequence at every point in time t (i.e., as input for the model), we still refer
to the hidden state sequence indexed at every point in time t, {St : t = 1, 2, . . . , T},
which now serves as a "label sequence".
In the general HSMM, all model components are allowed to depend on the duration
of the current and previous hidden state in the continuous time state sequence, dn

and dn≠1

, respectively (see Yu [131]). In the present context, we are concerned
with a specific instance of the HSMM known as the explicit duration HMM (see
[130]). The explicit duration HMM di�ers in two respects from the general HMM.
First, each state is linked explicitly to a state duration dn. The state durations
are parametrically or non-parametrically distributed, with the distribution and its
parameters only depending on the current state Sn = i of the underlying Markov
process. Second, it is assumed that the state Sn = i does not change until the end
of the state duration dn, upon which the state sequence switches from state i to
Sn+1

= j(i ”= j). That is, the self-transition probabilities are set to zero, as these
would conflict with the definition of state duration times. Other properties of the
model are similar to the HMM: the probability of the observed events {Ot : t =
1, 2, . . . , T} only depend on the current hidden state Sn, that starts at time point
t + 1 and lasts dn units of time:

Pr(Ot+1:t+dn | Ot≠dn≠1+1:t, . . . , O
1:d1 , Sn, Sn≠1

, . . . , S
1

)
= Pr(Ot+1:t+dn | Sn), (5.11)
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and the continuous time hidden state sequence Sn=1:N obeys the Markov prop-
erty:

Pr(Sn+1

| Sn, Sn≠1

, . . . , S
1

) = Pr(Sn+1

| Sn). (5.12)

(Note that the Markov property only holds for the continuous time hidden state
sequence Sn=1:N , and not when indexing the hidden state sequence at every point
in time t, as mentioned above.) Henceforth, we use the abbreviation HSMM to refer
to the explicit duration HMM. The directed graph below illustrates the HSMM as
applied to the mouse data:
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The HSMM includes the following model components: the initial probabilities of
the states fii, the transition probability matrix � with transition probabilities “ij

(and zero-diagonal, i.e., no self-transitions), the state-dependent probabilities ◊i of
observing Ot+1:t+dn given Sn (with a new segment, and hence new state, starting at
t + 1 and lasting dn units of time), and the state duration distribution pi(d). The
initial probabilities fii now represent the probability of the initial state S

0

= j, that
is, the state before t = 1 and thus before the first observation O

1

is recorded:

fii = Pr(S
0

= j) with
ÿ

j

fii = 1. (5.13)

Again, the initial probabilities of the states fii are assumed to be the stationary dis-
tribution implied by the transition probability matrix �. The transition probability
matrix � contains the transition probabilities “ij between the states in the continuous
time hidden state sequence Sn=1:N :

“ij = Pr(Sn+1

= j | Sn = i), i ”= j with
ÿ

j

“ij = 1 and “ii = 0. (5.14)

The state-dependent probability distribution determines the probability of observing
outcomes o for events Ot+1:t+dn , given the current state in the Markov chain Sn = i
with duration dn:

Pr(Ot+1:t+dn = o | Sn = i) ≥ Cat(◊i). (5.15)
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Finally, the state duration distribution pi(d) denotes the probability that state S = i
has duration d, for all possible durations d œ {1, 2, . . . , u}:

pi(d) = Pr(St+1:t+d]

= i | S
[t+1

= i) with
uÿ

d=1

pi(d) = 1, (5.16)

i.e., the probability that state S = i starts exactly at t + 1 and ends at exactly t + d,
where u denotes the maximum possible duration time a state can take on. Specifi-
cally, the start time [t + 1 denotes that before t + 1, the system is in some state j,
and at time point t+1 the system switches from state j to the current state S = i
(i ”= j). The end time t + d] denotes that at time t + d, state S = i ends and the
system transitions again to some other state. Note that duration d is an integer (i.e.,
we obtain the probability that state S = i has duration d only for whole units of
time t). This is to make evaluation of the likelihood computationally feasible: by
discretizing time into discrete time units one can use recursive algorithms like the
forward backward algorithm as used in the HMM to estimate the model parameters
(see e.g., [132]). Hence, the state duration distribution pi(d) is a discrete probability
distribution. In case that one assumes a parametric state duration distribution, we
can define Pr(St+1:t+d]

= i | S
[t+1

= i), i.e., the probability that state S = i has
duration d, by the imposed probability distribution as demonstrated below for the
mouse data.
To accommodate censoring of the duration of the final visited state (due to termina-
tion of the test session or experiment), the associated duration time is modeled by
the survivor function of pi(d):

pi(D) =
t+dÆTÿ

d

pi(d), (5.17)

i.e., the probability of the last state duration time D is the sum of the probabilities
over duration D = d to the maximum possible duration t + d = T .
Based on the observation that in the behavioral states inferred from the mouse data
relatively short and intermediate durations are more frequent than very short or long
durations, we considered a slightly positively skewed bell-shape duration distribution.
Two distributions that give rise to such a distribution are the Negative Binomial dis-
tribution and the logNormal distribution. Since the Negative Binomial distribution is
di�cult to use in a Bayesian context (i.e., conjugate priors - i.e., a prior distribution
that results in a posterior distribution that has the same algebraic form as the prior
distribution - are lacking), we adopted the logNormal distribution. Note that the
logNormal distribution is a continuous distribution, therefore one approximates the
discrete probability distribution pi(d) when using a logNormal distribution to model
the duration d:

pi(d) ≥ lnN(µi, ‡2

i ). (5.18)

In the logNormal distribution, µi, denotes the logmean (i.e., the mean of the log
transformed durations), exp(µi) equals the median of the (untransformed) durations,
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and ‡2

i denotes the variance in the log transformed durations. As the median duration
is more intuitive to interpret than the mean of the log transformed durations, we will
often use the median duration, denoted by exp(µi), to describe the state durations.
In Supplement 5.5.2 we discuss how the parameters of the HSMM can be derived.
This discussion is limited to the Bayesian estimation because of its flexibility required
in further developing the model. In the parameter estimation we assume that the
behavioral state of a mouse only changes when we observe a change in a behavioral act
(and not during an ongoing act). This greatly reduces the computational complexity
of the model, and avoids sampling state durations (when utilizing the Gibbs sampler
in Bayesian estimation, see Supplement) that are inconsistent with the duration of
the observed behavioral act.

Application of the HSMM using Bayesian estimation To illustrate the HSMM
model, we applied it to the data of Mouse X. We implemented a HSMM with 4, 5,
and 6 states. All models converged within 500 iterations. We used the output of the
next 1.000 iterations as samples of our posterior distribution. All parameter values
were given non-informative or vaguely informative priors.
The 4 and 5 state HSMMs resulted in the same state composition as the 4 and 5 state

HMM. The 4 state HSMM included a Non-explorative movement state composed of
sit and move; an Exploration state composed of linger ; on the shelter, and short in
shelter ; an Eating state; and a Resting state. In the 5 state HSMM linger was no
longer included in the Exploration state, but formed a distinct state, together with
a small percentage of move acts. However, the composition of the 6 state HSMM
di�ered from that of the 6 state HMM: in the HSMM, the Shelter-exploration state
was broken down into a separate On the shelter state and Short in the shelter state,
while in the 6 state HMM, the Non-explorative movement state was broken down
into a separate Sitting state and Moving state.
The average log-likelihoods of the 4, 5, and 6 state HSMM over the 1.000 iterations
equaled 10988 (SD = 10), 8481 (SD = 17) and 7400 (SD = 16), respectively. The
BIC adjusted log-likelihoods for the 4, 5, and 6 state HSMMs were 22472, 17630, and
15709, respectively. Given that both the unadjusted log-likelihood and the BIC ad-
justed likelihood of the 5 state HSMM are substantially lower than that of the 4 state
HSMM, and given that the 5 state model (also) provides biologically interpretable
states, we preferred the 5 state model over the 4 state model. We also favored the
5 state model over the 6 state model, as the 5 state HSMM is more parsimonious
and the di�erence in the BIC adjusted log-likelihood on the 5 and 6 state HSMM is
substantially smaller than the di�erence between the 4 and 5 state HSMM.
The 5 state model includes (5 ≠ 1) ◊ 5 = 20 transition probabilities, (9 ≠ 1) ◊ 5 = 40
state-dependent probabilities, and 5 ◊ 2 = 10 state duration parameters (i.e, the
logmean and variance). The transition probabilities between behavioral states, the
state decomposition (i.e., the percentage of observations of a specific behavioral act
conditional on the hidden state), and the median duration time of each state for
the 5 state HSMM are depicted in Fig. 5.5A. The complete transition probability
matrix for the states, the conditional probabilities of behavioral acts within each of
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Figure 5.5: The 5 state HSMM of the data of Mouse X. The HSMM summarizes the
mouse data by clustering observed behavioral acts into latent hidden states,
imposing a duration distribution on each of the hidden states, and inferring
the dynamics between di�erent hidden states (i.e., self-transition probabilities
are set to zero). (A) State composition, median state duration, and dynamics
between di�erent hidden states for the 5 state HSMM. Transition probabilities
< .01 not plotted. (B) Solid lines denote the inferred logNormal state duration
distributions of the 5 states of the HSMM. In dotted lines, the geometric state
duration distributions implicitly assumed by the regular HMM are depicted.
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the behavioral states, and state duration distribution parameters are given in Sup-
plementary Table 5.S4. Compared to the HMM model, the HSMM provides more
information on the transitions between di�erent behavioral states: we observe that
Eating is typically followed by Non explorative movement, and Resting is typically
followed by Explorative movement. The Shelter exploration state, in addition to the
Non explorative movement state as observed in the HMM, is also typically entered
through the Explorative movement state. Similar to the HMM, the Shelter explo-
ration state is typically followed by the Explorative movement state, and Mouse X
typically switches back and forth between the Non explorative movement and Explo-
rative movement state.
The HSMM assigns each state a logNormal duration distribution, which is shown in
Fig. 5.5B, solid lines. The shorter duration states (i.e., Non explorative movement,
Explorative movement, and Shelter exploration) have a median duration of about 5
to 9 seconds, and most episodes of these states are between 1 and 30 seconds. Most
Eating state episodes are roughly between 15 seconds and 4 minutes, and have a me-
dian duration of around 1 minute. The duration distribution of Resting has a long
right tail, meaning that most Resting state episodes only take a short time (median
duration: ≥4 minutes), but much longer (e.g., 25 minutes) episodes also occur. The
geometric state duration distributions, representing the state duration distributions
implicitly assumed by the regular HMM, are shown in dotted lines. For certain states,
the di�erence between the state durations distributions estimated in the HSMM and
in the HMM is substantial. For instance, for the Explorative movement state, very
short durations (i.e., one to several seconds) are much less likely in the HSMM than
in the HMM, while durations between 5 and 10 seconds are much more likely in the
HSMM. This is a consequence of using the geometric state duration distribution in
the HMM, in which very short durations are more likely, and using the logNormal
distribution in the HSMM, which allows the most likely durations as observed from
the inferred hidden states to be longer.
Similar to the HMM, one can also obtain the estimated hidden state sequence. In Fig.
5.6, the estimated hidden state sequence, inferred using local decoding, is depicted
for a subset of the data of Mouse X. The inferred hidden state sequence shows how
the acts cluster together over time within the hidden states. We observe that the
estimated hidden state sequence of the HSMM largely agrees with the estimated hid-
den state sequence of the HMM. Some di�erences do occur because of the di�erence
in state duration distribution (geometric vs. logNormal). That is, state durations
tend to be longer in the HSMM, resulting in less switching. That is, the dynamics
implied by the HSMM is "stickier" or more inert than that implied by the HMM.
This is exemplified in Fig. 5.6 for minute 30 of the data of Mouse X. In the HSMM,
two Shelter exploration state episodes are inferred during the 30th minute, while in
the HMM the first Shelter exploration state episode is interrupted by 2 short Non-
explorative movementstate episodes.
In conclusion, the HSMM provides us with a method to cluster observed behavioral

acts together in biologically interpretable hidden states, and to link these states to
an explicit duration. The HSMM as described thus far, however, only provides a
model for a single sequence of observations, i.e., the data of one single mouse. This
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Figure 5.6: Inferred hidden state sequence of the 5 state HSMM of the data of Mouse X,
minute 20 to 40. In the insert, the di�erence between the inferred states of
the 5 state HMM and 5 state HSMM are accentuated for the 30th minute of
the data.

does not fit well with the obvious advantage of automatic home cage systems like
the PhenoTyper, which can test multiple animals in parallel, and acquire many lon-
gitudinal sequences of behavioral data. In order to facilitate the analysis of multiple
mice simultaneously, the current model needs to be extended. This leads us to our
final model, and concludes the background on di�erent types of Markov models that
can be used to model longitudinal mouse behavior.

5.3 The final model: Hierarchical hidden semi Markov
model

Given data of multiple mice, one may fit the HSMM to the data of each mouse sep-
arately, or fit one and the same HSMM model to the data of all mice, under the
strong (generally untenable) assumption that the mice do not di�er with respect
to the parameters of the HSMM. Fitting a di�erent model to each behavioral se-
quence is unparsimonous, computationally intensive, and results in a large number
of parameters estimates. Neither approach lends itself well for a formal comparison
(e.g., strains, experimental conditions, etc.). To facilitate the analysis of multiple
mice that may be clustering in groups (e.g., mice of the same genotype), we extend
the HSMM by making it hierarchical. In hierarchical models, model parameters are
specified that pertain to di�erent levels in the data. For example, individual-specific
model parameters describe the data collected within each individual, and population
level parameters describe what is typically observed within the group of individuals
and the variation observed between individuals within a group. In our hierarchical
HSMM, we allow each mouse to have its own unique parameter values within the same
HSMM model (i.e., identical number and composition of the hidden states). Rather
than estimating these mouse-specific parameters individually, we assume that the pa-
rameters of the HSMM are random, i.e., follow a given population level distribution.
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Within this hierarchical structure, the mean and the variance of the population level
distribution of a given parameter thus expresses the overall mean parameter value
in a group of mice and the parameter variability between the mice in the group. We
refer to parameter variability as randomness or heterogeneity.
In contrast to hierarchical HSMMs, hierarchical HMMs have received some atten-
tion in the literature. In a frequentist context, Altman [133] presented a general
framework for HMMs for multiple processes by defining a class of Mixed Hidden
Markov Models (MHMMs). These models are however, computationally intensive
and due to slow convergence only suited for modeling a limited number of random
e�ects. The approach of Altman has been translated to the Bayesian framework
(see e.g., [134–136]), which proved much faster as the time to reach convergence is
decreased [135]. In addition, the HMM in a Bayesian context is easier to adapt
to a hierarchical model, as the need for numerical integration is eliminated. The
Bayesian mixed HMM has been applied to the analysis of for example DNA copy
number data [134], risk factors for asthma [135], and a clinical trial of a treatment
for alcoholism [136].
The treatment of HSMM with a hierarchical structure has, to the best of our knowl-
edge, been limited to two cases. Chaubert-Pereira et al. [137] utilized a non-Bayesian
approach, allowing only for random e�ects in the state-dependent parameters, i.e.,
not in the state transition probability matrix. Taking a Bayesian approach, Economou
et al. [132] limited the random e�ects to one model parameter, and integrated out
the hidden state sequence (i.e., not using the forward-backward algorithm). We do
not favor integrating out the hidden state sequence, as it has the disadvantage of
precluding Gibbs sampling to obtain all parameter estimates, rending the algorithm
potentially slower and with less favorable mixing properties (i.e., taking more time
to cover the complete posterior distribution of the estimated parameter). In addi-
tion, we are interested in the hidden state sequence itself, and in the complete data
log-likelihood produced by the forward-backward algorithm.
In Supplement 5.2.2 , we present in detail the hierarchical HSMM, allowing for hetero-
geneity in the state transition probability matrix, the state-dependent probabilities,
and the state durations. In the hierarchical model, we have a multi-layered structure
in the parameters: individual level parameters at the first level pertaining to the
observations within a mouse, and population level parameters at the second level
that describe the variation in the mouse level parameters in the population as in-
ferred from the group of mice (see Supplement 5.5.2 for a more detailed discussion
on and theoretical example of the hierarchical model using Bayesian estimation).
This model allows us to incorporate the heterogeneity in mouse behavior, while in-
cluding shared information on model parameters for mice that are considered to
be part of one group (e.g., genotype), and retaining a reasonable number of model
parameters. The mouse specific parameters are supplemented with the prefix k, de-
noting mouse k œ {1, 2, . . . , K}. Hence, in the hierarchical Bayesian HSMM, the
mouse specific parameters are: the mouse-specific transition probability matrix �k

with transition probabilities “k,ij (and zero-diagonal, i.e., no self-transitions), the
mouse-specific state-dependent probability distribution denoting mouse-specific the
probabilities ◊k,i of behavioral acts within behavioral state i, and the mouse-specific



134 Chapter 5. Using Markov models to analyze behavioral data of mice

median state durations exp(µk,i). For the sake of parsimony, we assume the vari-
ance of the state durations ‡2

i to be equal over mice (see Supplement). The initial
probabilities of the states fik,j are not estimated as fik is assumed to be the station-
ary distribution of �k. The population level parameters are: the population level
state transition probability matrix � with transition probabilities “ij , the population
level state-dependent probabilities ◊i, the population level median state durations
exp(µi), and the population level variance of the state durations ‡2

i .
We fit the model using Bayesian estimation (i.e., a hybrid Metropolis Gibbs sampler
that utilizes the forward-backward recursion to sample the hidden state sequence of
each mouse, see Supplement). We wrapped the code for the - in the Supplement
presented - algorithms in an R package "BayesHSMMcat", in which the forward-
backward recursion is implemented in the programming language C++ for compu-
tational speed.

5.3.1 Simulation study

Before applying the hierarchical HSMM to mouse data, we conducted a series of sim-
ulation studies to verify that our proposed hierarchical Bayesian modeling approach
works properly. We illustrate the performance of the hierarchical HSMM in two
scenarios. The di�erence between these two scenarios concerns the state-dependent
probability distribution from which the observed acts (i.e., acts) of the simulated
datasets are generated. In the first scenario, data is generated using the exact same
process as implied in our proposed HSMM model, while in the second scenario the
data is generated such that it more closely resembles the observed mouse data (see
below). In both scenarios, we first generated the hidden state sequence plus ac-
companying state durations, and subsequently sampled the observed acts from the
state-dependent probability distribution conditional on the underlying hidden state.
In Scenario 1, the observed acts were generated from a categorical state-dependent
probability distribution. Hence, the observed acts are sampled at each time point t
(e.g., second) with the probabilities of the acts only depending on the present state.
This sampling method results in a rather scattered pattern of observed acts within
the given state, because conditional on the state, the probability of observing an act
at time point t is assumed to be independent of the act observed at t ≠ 1. That
is, observed acts were generated by a process that assumes that conditional on the
state acts are independently distributed (i.e., no auto-correlational or "temporal de-
pendency"). Generating the data using the exact same process as implied in the
hierarchical HSMM presented in this chapter, provides information on the perfor-
mance of this model under ideal circumstances.
However, our actual observed data looks di�erently. In these continuous data, each
observed act is characterized by a duration, and these continuous data are subse-
quently discretized (i.e., one observed act for each time point, i.e., for each sec-
ond) before feeding them into the proposed HSMM. While the proposed hierarchical
HSMM model is based on the assumption that conditional on the state, the proba-
bility to observe an act at time point t is independent of the act observed at time
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point t ≠ 1, the discretized data occur in blocks, i.e., show temporal dependency.
That is, conditional on the state, the probability to observe an act at time point t
does depend on which acts was observed at time point t≠1. Moreover, this temporal
dependency is stronger for those observed acts that before discretization were char-
acterized by longer durations (e.g., once you observe acts with long durations, like
eat or long in shelter, you are likely to observe them for multiple time points). That
is, the HSMM assumes that the probability of observing an act at time point t only
depends on the state-dependent probability distribution that links the observed act
at time point t to the hidden state at time point t: conditional on the state, acts do
not depend on the remaining observed acts or hidden states, i.e., conditional on the
state the acts are "locally independent" (see equation 5.11). Yet, the fact that the
observed acts within states display temporal dependency, violates this assumption of
local independence.
To examine the robustness of the hierarchical HSMM given violation of the local
independence assumption, we conducted a second simulation in which the simulated
data more closely resembled the real mouse data, i.e., data in which observed acts
are originally (i.e., before discretization) characterized by a duration. To this end,
we extended the set of probabilities of observing acts within a state to a Markov
Chain model, where the self-transition probabilities on the diagonal of the transition
probability matrix determine the duration time of each of the observed acts within
state S = i. The o�-diagonal elements represent the probability of switching from
one behavioral act to another, and thus determine which behavioral acts are observed
within a state. The stationary distribution of the state-dependent transition proba-
bility matrix for state S = i denotes the overall probability of observing a behavioral
act within state S = i, similar to the categorical distribution conditional on state
S = i in Scenario 1. Data simulated in this fashion show a closer resemblance to the
observed mouse data.
For both simulation scenarios, we generated 100 data sets. Each data set comprised
the data of 10 mice with an observation sequence of 2 hours (i.e., 7200 seconds). The
observed sequences included 9 acts with probabilities that depended on 5 hidden
states. The states had a logNormally distributed duration. The parameter values of
all model components (�, ◊i, and µi and ‡2

i ) where chosen to resemble those of the
mouse data. To each of the 100 generated data sets, we fitted a 5 state hierarchi-
cal HSMM using Bayesian estimation with a categorical state-dependent probability
distribution and a logNormal state duration distribution. We did not fit models with
other (i.e., misspecified) numbers of states. In the Hybrid Metropolis within Gibbs
sampler, we used the first 500 iterations as burn-in, and used the next 500 iterations
to generate the samples of the posterior distributions. All parameter values were
given non-informative or weakly informative priors.
The computational time needed to fit the model to all 100 data sets was ≥190h and
≥95h for simulation Scenario 1 and 2, respectively. The calculations for the 100 data
sets of the 2 simulation scenarios were run in parallel over several cores within several
nodes using the Genetic cluster computer (Linux Supercomputer Almere; SURFsara,
www.surfsara.nl; 16 cores per 64 Gbyte node of which a maximum of 8 cores was
used simultaneously), and the R package "BayesHSMMcat", in which the forward-
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backward recursion is implemented in the programming language C++ to alleviate
the high computational burden.

Results Table 5.3 to 5.5 summarize the results obtained for the population level pa-
rameter estimates for Scenario 1, and Table 5.6 to 5.8 summarize the results obtained
for the population level parameter estimates for Scenario 2. The true values (i.e.,
the values used in simulating the data) of all parameters in the simulated model are
listed in the top row of each of the parameter specific block of results. Note that for
Scenario 2, the true values of the categorical state-dependent distribution presented
in Table 5.6 is the stationary distribution of the state i MC transition probability
matrix to switch between acts. The full transition probability matrices of the state i
dependent MC model used to generate the simulated data of Scenario 2 are provided
in Supplementary Table 5.S5. The posterior distributions of each of the model pa-
rameters were summarized using the median and standard deviation of the posterior
distribution. These summary statistics were averaged over the 100 replications. To
assess the performance of the hierarchical HSMM that is fitted using Bayesian esti-
mation, the average bias, Root Mean Square Error (RMSE), and 95% coverage of the
credibility interval are reported. The average bias is obtained by subtracting the true
value from the posterior median of the estimated value, and then averaged over all 100
data replications. The Root Mean Square Error represents the data replication varia-
tion of the di�erence between the true value and the estimated parameter value (i.e.,
the median of the posterior distribution) in data replication z œ {1, . . . , Z}, and is
computed as

Ò
1

Z

◊
qZ

z

(estimated parameter value
z

≠ true value)2. Note that when
interpreting the bias and the RMSE, both values are relative to the scale of the true
parameter value, i.e., a bias and RMSE of 1 for which the true parameter value is also
1, is of a di�erent magnitude than when the true parameter value is 100. Therefore,
we have provided the relative bias in percentages in the text to aid interpretation
for some of the estimated parameters. Also note that if the value of the RMSE
equals the value of the bias, the di�erence between the true value and the estimated
parameter value is (almost) always in the same direction that the bias indicates. If
the value of the RMSE exceeds the value of the bias, the di�erence between the true
value and the estimated parameter value is both positive and negative over the data
replications. The coverage of the 95% credibility interval represents the percentage of
the number of times over the data replications that the 95% credibility interval (i.e.,
a continuous interval that contains 95% of the posterior probability mass over the
estimate) contains the true value. The results for the mouse-specific (i.e., individual
level) parameter estimates for Scenario 1 and 2 are provided in Supplementary Table
5.S6 to 5.S11.

Scenario 1, population level parameters Of the population level state-dependent
probabilities ◊i and the population level state transition probabilities �, the esti-
mated posterior medians were on average close to the true values (bias range =
[-0.05, 0.02]; Table 5.3 and 5.4, respectively). All coverage rates of the parameter
estimates associated with the state conditional probabilities were above 98%, except
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for the coverage rate of on shelter within the Non-explorative movement state (cover-
age rate = 75%). However, as the di�erence between the true value and the average
estimated posterior median (0 and 0.00025, respectively) is negligible, this low cover-
age rate is no cause for concern. Regarding the parameter estimates associated to the
state transition parameters that do not involve the Resting state, the coverage rate
is at least 94%. Parameter estimates of state transition probabilities that involve the
Resting state show a lower coverage rate, where parameters on the boundary of the
parameter space (i.e., approximating zero) show a poorer coverage rate (i.e., 18 to
40%), compared to parameters concerning higher transition probabilities (between 85
and 100%). Inspection of the raw data revealed that the Resting state is on average
visited 3 times within the hidden state sequence, while the other states are on average
visited 17 (Eating state) to 115 times (Explorative movement state). This explains
why the model recovered the Resting state related transition probabilities less well.
This illustrates that to recover the parameters concerning relatively rare states, like
the Resting state, properly, data sequences longer than 2 hours are required. In con-
clusion, the hierarchical HSMM performs well with respect to the estimation of the
population level state-dependent probabilities and population level state transition
probabilities. Accurate estimation of the parameters is more challenging for state
transition probabilities involving states that do not occur often (that is, the Resting
state). However, although the coverage rates for these parameters are suboptimal,
the average bias for these parameters is small.
The results concerning the parameter estimates associated with the population level
state duration distribution pi(d) (i.e., the median duration and standard deviation
of the logNormal state duration distribution; Table 5.5) show that the estimated
posterior median values for states that have moderate to long duration (i.e., median
state duration > 10 s., such as the Shelter exploration, Eating, and Resting states)
were on average close to the true values (bias range = [-23.2, 1.8], which corresponds
to a di�erence of 2 to 7% compared to the true value), and have a coverage rate of at
least 81%. Results for states with a shorter duration (i.e., median state duration <
10 s., such as the Non-explorative movement and Explorative movement state) show
a relatively high positive bias for the median duration of the state (bias range =
[0.7, 1.0], corresponding to a di�erence of 10 to 17% compared to the true value),
and a negative bias for the standard deviation of the logNormal state duration dis-
tribution (bias range = [-0.11, -0.08]), resulting in a poor coverage rate of 0 to 6 %.
In conclusion, the hierarchical HSMM performs well with respect to the estimation
of the state duration distributions. More challenging is the accurate estimation of
the duration parameters of states that both have a short duration (e.g., < 10 sec-
onds) and combine di�erent acts that are also likely to occur in other states (i.e.,
the Non-explorative movement and Explorative movement state). However, although
the coverage rates for these parameters are suboptimal, the average bias for these
parameters is small.

Scenario 1, mouse-specific parameters The simulation results regarding the
mouse-specific estimates (see Supplementary Tables 5.S6 to 5.S8) largely agree with
the population level simulation results. The bias of the mouse-specific parameter
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estimates is slightly lower compared to the population level parameter estimates for
most parameters, but as the posterior distributions of the mouse-specific estimates
are narrower (indicated by the smaller mean standard deviations), the coverage rate
is overall also slightly lower compared to the population level estimates. The mouse-
specific results again confirm that the hierarchical HSMM performs well with respect
to the estimation of the state-dependent probabilities, transition probabilities, and
the state duration distributions.

In summary, the simulation results of Scenario 1 confirm that under ideal circum-
stances (i.e., when acts observed within a state are independent of the act observed
at the previous point in time within the state) the hierarchical HSMM performs well.
However, as each act in our actual mouse data is characterized by a duration, this
ideal situation does not hold in the actual observed data. Hence, the performance
of the hierarchical HSMM in Scenario 1 may not be representative of how well the
model would perform when applied to data like the mouse data.
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Table 5.3: Simulation results of the population level parameter estimates associated to the
state-dependent probabilities for Scenario 1. The true value of the parameter
(i.e., the values used to simulate the data), average median and standard devi-
ation (SD) of the posterior distribution, average bias, Root Mean Square error
(RMSE), and coverage of the 95% credibility interval are reported for the 100
data replications.

States

Non- Explorative Shelter Eating Resting

explorative movement exploration

Acts movement

sit True value 0.54 0.03 0.01 0.01 0.00
Median (SD) 0.52 (0.07) 0.04 (0.01) 0.01 (0.00) 0.01 (0.01) 0.00 (0.00)
Bias (RMSE) -0.02 (0.02) 0.01 (0.01) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00)

Coverage 100% 100% 100% 100% 100%

linger True value 0.00 0.72 0.04 0.01 0.00
Median (SD) 0.01 (0.01) 0.68 (0.08) 0.05 (0.02) 0.01 (0.01) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) -0.04 (0.04) 0.00 (0.01) 0.00 (0.00) 0.00 (0.00)

Coverage 98% 100% 100% 100% 100%

move True value 0.45 0.18 0.04 0.02 0.00
Median (SD) 0.45 (0.07) 0.19 (0.06) 0.05 (0.02) 0.03 (0.02) 0.00 (0.00)
Bias (RMSE) 0.01 (0.01) 0.01 (0.01) 0.01 (0.01) 0.01 (0.01) 0.00 (0.00)

Coverage 100% 100 % 100% 100% 100%

on shelter True value 0.00 0.01 0.68 0.00 0.00
Median (SD) 0.00 (0.00) 0.01 (0.01) 0.64 (0.08) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) 0.00 (0.00) -0.04 (0.04) 0.00 (0.00) 0.00 (0.00)

Coverage 75% 100% 100% 100% 100%

eat True value 0.00 0.00 0.00 0.96 0.00
Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.94 (0.03) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) -0.02 (0.02) 0.00 (0.00)

Coverage 99% 99% 100% 100% 100%

short True value 0.00 0.05 0.18 0.00 0.00
in shelter Median (SD) 0.01 (0.00) 0.06 (0.02) 0.19 (0.06) 0.00 (0.00) 0.00 (0.00)

Bias (RSME) 0.00 (0.00) 0.01 (0.01) 0.01 (0.01) 0.00 (0.00) 0.00 (0.00)
Coverage 100% 100% 100% 100% 100%

medium True value 0.00 0.00 0.00 0.00 0.80
in shelter Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.78 (0.07)

Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) -0.02 (0.02)
Coverage 100% 100% 100% 100% 100%

long True value 0.00 0.00 0.00 0.00 0.20
in shelter Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.22 (0.07)

Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.02 (0.02)
Coverage 100% 100% 100% 100% 100%

missing True value 0.01 0.01 0.04 0.00 0.00
Median (SD) 0.01 (0.01) 0.01 (0.01) 0.05 (0.02) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.01 (0.01) 0.00 (0.00) 0.00 (0.00)

Coverage 100% 100% 100% 100% 100%
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Table 5.4: Simulation results of the population level parameter estimates associated to the state transition probabilities for Scenario
1. The true value of the parameter (i.e., the values used to simulate the data), average median and standard deviation
(SD) of the posterior distribution, average bias, Root Mean Square error (RMSE), and coverage of the 95% credibility
interval are reported for the 100 data replications.

To state

Non-explorative Explorative Shelter Eating Resting

From state movement movement exploration

Non- True value – 0.60 0.29 0.10 0.01
explorative Median (SD) 0.56 (0.05) 0.30 (0.05) 0.12 (0.03) 0.01 (0.01)
movement Bias (RMSE) -0.04 (0.04) 0.01 (0.02) 0.02 (0.02) 0.00 (0.01)

Coverage 100 % 100% 100% 100%

Explorative True value 0.58 – 0.35 0.05 0.02
movement Median (SD) 0.53 (0.05) 0.37 (0.05) 0.06 (0.02) 0.03 (0.01)

Bias (RMSE) -0.05 (0.05) 0.02 (0.03) 0.01 (0.01) 0.01 (0.01)
Coverage 100% 100% 100% 100%

Shelter True value 0.10 0.85 – 0.05 0.00
exploration Median (SD) 0.12 (0.03) 0.82 (0.05) 0.06 (0.03) 0.00 (0.00)

Bias (RMSE) 0.02 (0.02) -0.03 (0.03) 0.01 (0.01) 0.00 (0.00)
Coverage 99% 100% 100% 40%

Eating True value 0.50 0.48 0.02 – 0.00
Median (SD) 0.48 (0.07) 0.49 (0.07) 0.02 (0.02) 0.00 (0.01)
Bias (RMSE) -0.02 (0.05) 0.01 (0.05) 0.00 (0.01) 0.00 (0.00)

Coverage 99% 100% 94% 30%

Resting True value 0.05 0.94 0.01 0.00 –
Median (SD) 0.04 (0.04) 0.92 (0.07) 0.02 (0.02) 0.01 (0.02)
Bias (RMSE) -0.01 (0.04) -0.02 (0.06) 0.01 (0.02) 0.01 (0.02)

Coverage 85% 92% 85% 18%
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Table 5.5: Simulation results of the population level parameter estimates associated to the logNormal state duration distribution for
Scenario 1. The true value of the parameter (i.e., the values used to simulate the data), average median and standard
deviation (SD) of the posterior distribution, average bias, Root Mean Square error (RMSE), and coverage of the 95%
credibility interval are reported for the 100 data replications.

State

Non-explorative Explorative Shelter Eating Resting

movement movement exploration

Median True value 6.0 7.0 13.0 60.0 700.0
duration (s)ú Median (SD) 7.0 (0.3) 7.7 (0.2) 13.3 (0.5) 58.2 (5.1) 676.8 (104.0)

Bias (RMSE) 1.0 (1.0) 0.7 (0.7) 0.3 (0.4) -1.8 (4.9) -23.2 (108.7)
Coverage 3% 6% 93% 95% 89 %

Log(sd) True value 0.80 0.70 0.80 1.00 0.70
Median (SD) 0.69 (0.02) 0.63 (0.02) 0.77 (0.02) 0.97 (0.05) 0.65 (0.10)
Bias (RMSE) -0.11 (0.11) -0.07 (0.08) -0.03 (0.04) -0.03 (0.06) -0.05 (0.10)

Coverage 0% 2% 81% 90% 94%

Note:úThe median duration is obtained by exp(mean of the logNomal distribution) and is
provided to ease interpretation.
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Scenario 2, population level parameters In Scenario 2, some of the state-
dependent probability parameters ◊i deviate from the true value (Table 5.6). When
the behavioral acts are generated to have a duration, we observe poor recovery of
parameters associated with acts that are observed with a relatively low frequency
within a state. For instance, for the Eating and Shelter exploration state, the fre-
quencies of sit, linger, and move are underestimated. Also, given the state-dependent
probabilities, the behavioral act short in shelter is most strongly associated with the
Explorative movement state rather than with the Shelter exploration state (bias range
= [-0.18, 0.08]). In addition, the frequency of the medium in shelter act is overesti-
mated within the Resting state, resulting in an underestimated frequency of the long
in shelter act. The underestimation in the parameters related to the frequency of sit
and move in the Eating and Shelter exploration state resulted in an overestimation
in parameters associated with the probability to transition to the Non-explorative
movement state (i.e., the state for which the main components are sit and move).
The probability to transition (back) from the Non-explorative movement to the Eat-
ing state is also overestimated. The overestimation in these parameters inherently
resulted in underestimation of parameters associated to the remaining state tran-
sition probabilities (i.e., the rows of the transition matrix sum up to 1; bias range
for all transition probability parameters = [-0.13, 0.13]; Table 5.7). In conclusion,
the hierarchical HSMM does not perform well with respect to the estimation of the
population level state-dependent probabilities and population level state transition
probabilities. Ignoring the duration of an act (i.e., not modeling the temporal de-
pendency among acts in a state) leads to biased parameter estimates in both these
model components.
The overestimation of the parameters related to the state transition probabilities
resulted in underestimation of the median state durations (bias range = [-29.4, -1.0],
corresponding to a di�erence of 4 to 49% compared to the true value; Table 5.8). The
coverage rate of the median duration of the Non-explorative movement, Explorative
movement, Shelter exploration, and Eating state is 0%, implying that none of the
credibility intervals contained the true median duration. In contrast, the coverage
rate of the median duration of the Resting state was 92%. The estimated posterior
medians of the standard deviation of the logNormal state duration distributions were
close to the true values on average (bias range = [-0.06, 0.01]). The coverage rate
of states with a short median duration (i.e., median state duration < 10 s. as in
the Non-explorative movement and Explorative movement state) were poor with 2
to 20%, while states with a moderate to long median duration (i.e., median state
duration > 10 s. as in the Shelter exploration, Eating, and Resting states) had a
coverage rate of at least 91%. In conclusion, ignoring the duration of an act also
results in biased estimates of the median state durations. The performance is better
with respect to the estimation of the standard deviation of the logNormal state dura-
tion. Accurate estimation of the standard deviation of the logNormal state duration
is, however, more challenging for the duration distribution parameters of states that
have a short duration (e.g., < 10 seconds) similar to Scenario 1.

Scenario 2, mouse-specific parameters The simulation results regarding the
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mouse-specific estimates (see Supplementary Tables 5.S9 to 5.S11) are largely similar
to the population level simulation results, with the exception that the coverage rates
are usually lower due to the narrower posterior distributions of the mouse-specific
estimates. The mouse-specific results again confirm that the hierarchical HSMM does
not perform well with respect to the estimation of the state-dependent probabilities,
transition probabilities, and the state duration distributions in Scenario 2.

In summary, the simulation results of Scenario 2 demonstrate that in order to obtain
unbiased parameter estimates when applying the hierarchical HSMM to data similar
to the observed mouse data, the hierarchical HSMM still requires some adjustment.
We note that adding more data (i.e., more mice or longer data series) does improve
accurate estimation of the model parameters, as was verified in a small simulation
study. We return to the sensitivity of the hierarchical HSSM to ignoring the duration
of an act in the discussion, where we consider possible solutions to this issue.
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Table 5.6: Simulation results of the population level parameter estimates associated to the
state-dependent probabilities for Scenario 2. The true value of the parameter
(i.e., the values used to simulate the data), average median and standard devi-
ation (SD) of the posterior distribution, average bias, Root Mean Square error
(RMSE), and coverage of the 95% credibility interval are reported for the 100
data replications.

States

Non- Explorative Shelter Eating Resting

explorative movement exploration

Acts movement

sit True value 0.53 0.03 0.01 0.01 0.00
Median (SD) 0.47 (0.07) 0.01 (0.01) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) -0.06 (0.07) -0.02 (0.02) -0.01 (0.01) -0.01 (0.01) 0.00 (0.00)

Coverage 100% 14% 10% 17% 100%

linger True value 0.01 0.72 0.05 0.01 0.00
Median (SD) 0.02 (0.01) 0.71 (0.08) 0.02 (0.01) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) 0.01 (0.01 ) -0.01 (0.03) -0.03 (0.03) -0.01 (0.01) 0.00 (0.00)

Coverage 12% 100% 39% 93% 100%

move True value 0.44 0.18 0.04 0.02 0.00
Median (SD) 0.49 (0.07) 0.13 (0.05) 0.02 (0.01) 0.01 (0.01) 0.00 (0.00)
Bias (RMSE) 0.05 (0.05) -0.05 (0.05) -0.03 (0.03) -0.01 (0.01) 0.00 (0.00)

Coverage 100% 100 % 66% 70% 100%

on shelter True value 0.00 0.01 0.68 0.00 0.00
Median (SD) 0.00 (0.00) 0.01 (0.01) 0.89 (0.05) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.20 (0.21) 0.00 (0.00) 0.00 (0.00)

Coverage 40% 100% 6% 100% 100%

eat True value 0.00 0.00 0.00 0.95 0.00
Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.99 (0.01) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.03 (0.03) 0.00 (0.00)

Coverage 64% 92% 100% 47% 100%

short True value 0.01 0.05 0.18 0.00 0.00
in shelter Median (SD) 0.01 (0.01) 0.13 (0.06) 0.00 (0.01) 0.00 (0.00) 0.00 (0.00)

Bias (RSME) 0.00 (0.01) 0.08 (0.09) -0.18 (0.18) 0.00 (0.00) 0.00 (0.00)
Coverage 91% 44% 0% 100% 100%

medium True value 0.00 0.00 0.00 0.00 0.86
in shelter Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.98 (0.07)

Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.12 (0.13)
Coverage 100% 100% 100% 100% 50%

long True value 0.00 0.00 0.00 0.00 0.14
in shelter Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.02 (0.07)

Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) -0.12 (0.13)
Coverage 100% 100% 100% 100% 50%

missing True value 0.01 0.01 0.04 0.00 0.00
Median (SD) 0.01 (0.01) 0.00 (0.00) 0.07 (0.04 ) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) -0.01 (0.01) 0.00 (0.00) 0.03 (0.03) 0.00 (0.00) 0.00 (0.00)

Coverage 98% 82% 100% 8% 100%
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Table 5.7: Simulation results of the population level parameter estimates associated to the state transition probabilities for Scenario
2. The true value of the parameter (i.e., the values used to simulate the data), average median and standard deviation
(SD) of the posterior distribution, average bias, Root Mean Square error (RMSE), and coverage of the 95% credibility
interval are reported for the 100 data replications.

To state

Non- Explorative Shelter Eating Resting

explorative movement exploration

From state movement

Non- True value – 0.60 0.29 0.10 0.01
explorative Median (SD) 0.57 (0.05) 0.24 (0.05) 0.17 (0.04) 0.01 (0.01)
movement Bias (RMSE) -0.03 (0.03) -0.05 (0.05) 0.07 (0.07) 0.00 (0.00)

Coverage 100 % 99% 29% 99%

Explorative True value 0.58 – 0.35 0.05 0.02
movement Median (SD) 0.57 (0.05) 0.33 (0.05) 0.08 (0.02) 0.02 (0.01)

Bias (RMSE) -0.01 (0.012) -0.02 (0.03) 0.03 (0.03) 0.00 (0.01)
Coverage 100% 100% 86% 100%

Shelter True value 0.10 0.85 – 0.05 0.00
exploration Median (SD) 0.22 (0.05) 0.74 (0.06) 0.04 (0.02) 0.00 (0.00)

Bias (RMSE) 0.12 (0.12) -0.11 (0.11) -0.01 (0.01) 0.00 (0.00)
Coverage 1% 25% 100% 61%

Eating True value 0.50 0.48 0.02 – 0.00
Median (SD) 0.63 (0.06) 0.35 (0.06) 0.02 (0.02) 0.00 (0.00)
Bias (RMSE) 0.13 (0.13) -0.13 (0.14) 0.00 (0.01) 0.00 (0.00)

Coverage 59% 51% 96% 74%

Resting True value 0.05 0.94 0.01 0.00 –
Median (SD) 0.10 (0.06) 0.85 (0.09) 0.02 (0.03) 0.01 (0.03)
Bias (RMSE) 0.05 (0.08) -0.09 (0.12) 0.01 (0.02) 0.01 (0.02)

Coverage 83% 80% 92% 20%
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Table 5.8: Simulation results of the population level parameter estimates associated to the logNormal state duration distribution for
Scenario 2. The true value of the parameter (i.e., the values used to simulate the data), average median and standard
deviation (SD) of the posterior distribution, average bias, Root Mean Square error (RMSE), and coverage of the 95%
credibility interval are reported for the 100 data replications.

State

Non- Explorative Shelter Eating Resting

explorative movement exploration

movement

Median True value 6.0 7.0 13.0 60.0 700.0
duration (s)ú Median (SD) 5.0 (0.2) 6.0 (0.2) 8.8 (0.3) 30.6 (2.1) 671.3 (116.3)

Bias (RMSE) -1.0 (1.0) -1.0 (1.1) -4.2 (4.2) -29.4 (29.5) -28.7 (106.5)
Coverage 0% 0% 0% 0% 92 %

Log(sd) True value 0.80 0.70 0.80 1.00 0.68
Median (SD) 0.74 (0.02) 0.66 (0.02) 0.80 (0.03) 1.01 (0.04) 0.64 (0.10)
Bias (RMSE) -0.06 (0.6) -0.04 (0.04) 0.0 (0.02) 0.01 (0.04) -0.06 (0.11)

Coverage 2% 20% 96% 93% 91%

Note:úThe median duration is obtained by exp(mean of the logNomal distribution) and is
provided to ease interpretation.
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5.3.2 Comparing the behavior of young adult and aged mice: a
real data application

We used data collected in a group of young adult C57BL/6J mice (8-12 weeks old
at time of testing, n = 30) and a group of aged C57BL/6J mice (50-60 weeks old,
n = 26; see Supplement 5.5.4 for details on origin and housing of these animals) to
compare results obtained in the analysis of group di�erences in behavior using either
conventional statistical techniques (i.e., t-tests) or the developed hierarchical HSMM
model. Again, we focused on the data collected during the first four hours after first
exiting the shelter in the third dark phase. The behavior of a young adult mouse
was illustrated in Fig. 5.1 (our example Mouse X). Fig. 5.7 gives an impression
on the behavior of aged mice. The aged mouse seems overall less active than the
young adult mouse (e.g., more long in shelter rather than medium in shelter, less
often on shelter), and the total number of acts seems lower (i.e., less switching).
However, whether the behavior di�ers significantly across the groups, needs to be
tested. As described above (see Section 5.1, paragraph "Classifying behavior into
mutually exclusive behavioral acts"), the thresholds for classifying short, medium
and long in shelter visits were determined in the pooled data of the young adult
group, and subsequently applied in the aged group (i.e., to make the three types of
shelter visits comparable in mice within and between groups, the thresholds defining
the shelter visits were determined over the pooled data of the control group). The
thresholds were 30 seconds and 25 minutes, respectively.
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Figure 5.7: Classified behavioral acts for a given aged C57BL/6J mouse over the first 4
hours after the animal first exits the shelter during dark phase 3
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Conventional analysis T -tests were used to compare the frequencies and median
durations of the acts between young adult and aged mice (see Table 5.9). Compared
to young adult mice, aged mice have a significantly higher median duration for the
acts sit, on shelter, and short in shelter, and a significantly lower median duration
for the act eat. Also, aged mice have a significantly lower frequency for almost all
acts (i.e., linger, move, on shelter, short in shelter, medium in shelter, and missing),
except the act long in shelter, for which their frequency was higher than that of
young adult mice. Summarizing, these analyses imply that aged mice show overall
less active behavior than young adult mice.

Table 5.9: Comparison of the median duration and frequency of acts between young adult
and aged mice using a t-test. Statistically significant di�erences (di�.) in esti-
mated group means are printed in red.

Young
adult mice Aged mice

mean (SE) mean (SE) di�. t df p-value

Comparison of median duration of acts (s.)

sit 2.1 (0.1) 2.8 (0.1) 0.7 -6.77 41.9 < 0.001
linger 3.6 (0.1) 3.5 (0.1) -0.1 0.79 53.7 0.431
move 1.0 (0.0) 1.0 (0.0) 0.0 - - -
on shelter 15.7 (0.9) 42.7 (4.3) 26.9 -6.18 27.2 < 0.001
eat 56.6 (4.6) 43.4 (2.9) -13.1 2.43 47.5 0.019
short in shelter 6.0 (0.5) 9.9 (0.7) 3.9 -4.76 44.3 < 0.001
medium in shelter 136.1 (18.3) 150.8 (26.7) 14.7 -0.45 45.4 0.653
long in shelter 2402.7 (203.5) 2525.0 (149.4) 122.2 -0.48 44.4 0.631
missing 5.0 (0.9) 3.0 (2.0) -2.0 0.91 4.4 0.411

Comparison of frequency of acts

sit 223.3 (15.1) 238.8 (14.8) 15.5 -0.73 53.8 0.467
linger 297.6 (21.4) 120.3 (7.7) -177.3 7.81 36.3 < 0.001
move 460.0 (32.0) 321.0 (18.9) -138.9 3.74 46.2 0.001
on shelter 71.2 (5.6) 9.4 (1.4) -61.7 10.78 32.6 < 0.001
eat 27.3 (2.3) 28.3 (2.5) 1.0 -0.30 52.8 0.766
short in shelter 63.7 (6.4) 12.6 (1.3) -51.1 7.79 31.4 < 0.001
medium in shelter 13.5 (1.2) 9.0 (1.0) -4.5 2.89 53.0 0.006
long in shelter 1.5 (0.2) 2.6 (0.2) 1.1 -4.22 53.9 < 0.001
missing 14.4 (2.9) 0.3 (0.2) -14.1 4.90 29.2 < 0.001
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Hierarchical HSMM Again, when applying the hierarchical HSMM, the first step
is to determine the number of states that best describes the mouse data. To make
composition of the hierarchical HSMM comparable between the young adult and
aged mice, the number of states defining the hierarchical HSMM was determined of
the data of the young adult mice and subsequently applied to the aged mice. We
fitted the hierarchical HSMM with 4, 5 and 6 states to the data of the young adult
mice. The log-likelihoods of the corresponding models of each of the individual mice
in the young adult group, plus the group mean log-likelihoods are depicted in Fig.
5.8. The mean log-likelihoods of the 4, 5, and 6 state models were 9593, 7359, and
6649, respectively. The corresponding mean BIC corrected log-likelihood were 19684,
15389 and 14160. The 5 state model showed a large decrease in the log-likelihood
compared to the 4 state model, while the decrease in log-likelihood from the 5 state
to the 6 state model was substantially smaller. Hence, we favored the 5 state model,
and fitted the 5 state hierarchical HSMM to the data of the aged mice.

The models in the young adult and aged mice converged within 500 iterations.
We used the next 1.000 iterations as samples of our posterior distribution. We used
non-informative or weakly informative priors, and did not experience the problem of
label switching. The computational time needed to fit the 5 state model was ≥160h
and ≥122h, in the young adult and the aged group, respectively. The calculations
for the two groups were run in parallel over several nodes using the Genetic Clus-
ter computer (Linux Supercomputer Almere; SURFsara, www.surfsara.nl; 4 64Gbyte
nodes per group of which a maximum of 8 of the 16 cores was used simultaneously),
using the developed R package "BayesHSMMcat". In the presented results, the point
estimates of the parameters correspond to the median of the posterior distribution.
Statistical significance of di�erences in group level parameter estimates is based on
assessing the overlap between the 95% symmetric credibility intervals (Cr.I.; i.e., the
continuous interval that contains 95% of the posterior probability mass over the es-
timate) of the estimates in the young adult and aged mice. In this first application
of the hierarchical HSMM to real data, we used two-sided tests, each with a lenient
– = .05, to determine significant di�erences in parameters between the two groups.
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Figure 5.8: Log-likelihood values of young adult C57BL/6J mice produced by the 4, 5 and
6 state hierarchical HSMM
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The population level estimates of the transition probabilities between the hidden
states, the state-dependent probabilities of the acts, and the median duration time
of each state of the 5 state hierarchical HSMM are depicted in Fig. 5.9 A (young
adult group) and in Fig. 5.10A (aged group). The logNormal state duration distribu-
tions in the young adult and aged groups are shown in panel B of the corresponding
figures, where the population level duration distribution is shown in a solid line, and
the mice individual duration distributions are plotted in dashed lines. Note that
the shapes of the duration distributions of the individual mice do not show a large
heterogeneity, as we did not impose a hierarchical model on the variance of the state
durations (i.e., the variance of the state durations is fixed in mice belonging to the
same group).
In Table 5.10, the point estimates of the population level parameters and the associ-
ated credibility intervals are provided for both groups, where statistically significantly
di�erent parameters are printed in red. In Fig. 5.11 to 5.13, the posterior distribu-
tions of the state-dependent probabilities (Fig. 5.11), the transition probabilities
(Fig. 5.12), and the median state duration parameters (Fig. 5.13) are shown, where
the posterior population distribution is shown in a solid line and the mouse-specific
posterior distributions are plotted in dashed lines.
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Figure 5.9: The 5 state hierarchical HSMM for a group of 30 young adult C57BL/6J mice.
(A) Population level estimates of the state composition, median state dura-
tion, and dynamics between di�erent hidden states for the 5 state hierarchical
HSMM. Transition probabilities < .01 not plotted. (B) Duration distributions
of the 5 states, solid lines denote the population level logNormal state duration
distributions, dotted lines the mouse-specific state duration distributions.
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Figure 5.10: The 5 state hierarchical HSMM for a group of 26 aged C57BL/6J mice. (A)
Population level estimates of the state composition, median state duration,
and dynamics between di�erent hidden states for the 5 state hierarchical
HSMM. Transition probabilities < .01 not plotted. (B) Duration distribu-
tions of the 5 states, solid lines denote the population level logNormal state
duration distributions, dotted lines the mouse-specific state duration distri-
butions.
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Table 5.10: Population level estimates of the state-conditional probabilities of acts, state transition probabilities, median state dura-
tions, and predicted proportion of time spent in each of the states of the 5 state hierarchical HSMM fitted to the data
of the young adult and aged mice. Given point estimates equal the median of the posterior distribution, followed by the
associated 95% credibility interval between square brackets. Statistically significant di�erences in group level parameter
estimates are printed in red.

States

Explorative Non-explorative Explorative Shelter Eating Resting

movement movement exploration

State-dependent probabilities of acts

sit Young 0.68 [0.62, 0.74] – – – –
Adult 0.76 [0.70, 0.81]

linger Young – 0.87 [0.82, 0.90] – – –
Adult 0.90 [0.84, 0.94]

move Young 0.31 [0.26, 0.37] 0.12 [0.09, 0.16] 0.01 [0.00, 0.01] – –
Adult 0.24 [0.19, 0.30] 0.10 [0.06, 0.15] 0.00 [0.00, 0.00]

on shelter Young – – 0.80 [0.70, 0.89] – –
Adult 0.69 [0.60, 0.77]

eat Young – – – 1.00 [1.00, 1.00] –
Adult 1.00 [1.00, 1.00]

short Young – – 0.19 [0.11, 0.29] – –
in shelter Adult 0.31 [0.23, 0.40]
medium Young – – – – 0.73 [0.40, 0.94]
in shelter Adult 0.25 [0.15, 0.40]
long Young – – – – 0.27 [0.05, 0.60]
in shelter Adult 0.75 [0.60, 0.85]
missing Young – 0.01 [0.00, 0.01] – – –

Adult 0.00 [0.00, 0.00]
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States

Non-explorative Explorative Shelter Eating Resting

movement movement exploration

State transition probabilities To state

From

Non- Young – 0.62 [0.55, 0.67] 0.26 [0.22, 0.32] 0.08 [0.06, 0.10] 0.04 [0.02, 0.05]
explorative Adult 0.69 [0.62, 0.74] 0.06 [0.04, 0.09] 0.19 [0.15, 0.25] 0.05 [0.03, 0.08]
Explorative Young 0.55 [0.50, 0.60] – 0.35 [0.30, 0.40] 0.05 [0.04, 0.07] 0.05 [0.03, 0.06]
movement Adult 0.73 [0.68, 0.78] 0.14 [0.11, 0.18] 0.05 [0.03, 0.07] 0.07 [0.05, 0.10]
Shelter Young 0.10 [0.07, 0.13] 0.87 [0.82, 0.90] – 0.03 [0.02, 0.05] –
exploration Adult 0.11 [0.07, 0.18] 0.88 [0.80, 0.93] 0.01 [0.00, 0.02]
Eating Young 0.50 [0.43, 0.58] 0.43 [0.35, 0.51] 0.05 [0.03, 0.08] – 0.01 [0.00, 0.03]

Adult 0.82 [0.76, 0.88] 0.17 [0.11, 0.23] 0.00 [0.00, 0.01] 0.00 [0.00, 0.01]
Resting Young 0.03 [0.01, 0.08] 0.96 [0.88, 0.98] 0.01 [0.00, 0.03] – –

Adult 0.06 [0.03, 0.12] 0.92 [0.84, 0.96] 0.01 [0.00, 0.04]

Median state durations

Young 6s. [ 6, 7] 6s. [ 6, 7] 12s. [11, 13] 60s. [56, 66] 131s. [ 96, 175]
Adult 11s. [10, 11] 6s. [ 6, 7] 16s. [14, 17] 56s. [49, 65] 256s. [204, 315]

Predicted proportion of time spent in each of the states

Young 12% [10, 14] 19% [16, 21] 18% [15, 22] 22% [18, 26] 29% [22, 37]
Adult 16% [13, 18] 10% [ 8, 11] 5% [ 4, 6] 21% [16, 27] 49% [41, 58]
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State composition The models in the young adult and aged mice both included
a Non-explorative movement state composed of sit and move, an Explorative move
state composed of linger and move, a Shelter exploration state composed of on the
shelter, and short in shelter, an Eating state, and a Resting state (Table 5.10). Al-
though never statistically significant, in some states, the estimated state-dependent
probabilities of the acts show a trend towards di�erences between the two groups, as
depicted in Fig. 5.11. In summary, we conclude that the composition of the behav-
ioral states shows a "less active" pattern in the aged mice. For instance, while the
state-conditional probabilities of the acts within the Explorative movement and Eat-
ing state are roughly similar in the two groups, we observe a higher state-conditional
probability of sit at the expense of move in the Non-explorative movement state
(75% sit and 24% move in the aged mice, compared to 68% and 31% in the young
adult mice). Also, we observe a higher state-conditional probability of long in shelter
at the expense of medium in shelter in the Resting state (75% long in shelter vs.
27% in the young adult group). Finally, the Shelter exploration state of aged mice
involves more short in shelter (31%) and less on shelter (69%) compared to young
adult mice (19% and 80%, respectively). These results point towards a generally less
active pattern of behavior in the aged mice.

State transition probabilities Several state transition probabilities show signifi-
cant di�erences between the two groups, as can be inferred from the non-overlapping
Cr.I. and from the population level posterior distributions given in Table 5.10 and de-
picted in Fig. 5.12. In summary, we observe in aged mice higher probabilities of tran-
sitioning to less-active states and lower probabilities of transitioning to more-active
states. Specifically, the probability of transitioning from the Explorative movement
state to the Non-explorative movement state is significantly higher in aged mice (0.73
vs. 0.55 in young adult mice), and the transition probability from the Explorative
movement state to the Shelter exploration state is significantly lower in aged mice
(0.14 vs. 0.35 in young adult mice). The two groups have about the same proba-
bility of transitioning from the Non-explorative movement state to the Explorative
movement state, but di�er significantly with respect to the probability of transition-
ing to the Eating or the Shelter exploration state. Finally, compared to the young
adult mice, the aged mice show a significantly higher probability of transitioning
from the Eating state to the Non-explorative movement state (0.50 vs. 0.82), and a
significantly lower probability of transitioning from Eating state to the Explorative
movement (0.43 vs. 0.17) and Shelter exploration state (0.05 vs. 0.00). The proba-
bility of transitioning from the Shelter exploration and Resting state to another state
is similar for the two groups. These results again confirm a less active pattern of
behavior in the aged mice.

State durations The median durations of several behavioral states di�er signifi-
cantly between the two groups, as can be inferred from the non-overlapping Cr.I.s
and from the population level posterior distributions given in Table 5.10 and depicted
in Fig. 5.13. The aged mice have significantly longer median state durations for the
less-active Non-explorative movement and Resting state: aged mice have a median
Non-explorative movement state duration of 10.5 s. (vs. 6.1 s. in young adult mice),
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Figure 5.11: Posterior distributions of the probability of observing an act (color coded)
within a state (separate panels) in the young adult and aged mice. Solid lines
denote the population level posterior distributions, dotted lines the mouse-
specific posterior distributions. Note that the y-axis is truncated (i.e., not
showing the full mouse-specific posterior distributions for all mice), as we
consider the location of the mouse-specific posterior distributions on the x-
axis the most important.
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Figure 5.12: Posterior distributions of the probability of transitioning from one state (sep-
arate panels) to another state (color coded) in the young adult (top plots) and
aged (bottom plots) mice. Solid lines denote the population level posterior
distributions, dotted lines the mouse-specific posterior distributions. Note
that the y-axis is truncated (i.e., not showing the full mouse-specific posterior
distributions for all mice), as we consider the location of the mouse-specific
posterior distributions on the x-axis the most important.
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Figure 5.13: Posterior distributions of the median state duration (separate panels) in
young adult (top) and aged (bottom) mice. Solid lines denote the popu-
lation level posterior distributions, dotted lines the mouse-specific posterior
distributions.

and a median Resting state duration of 255.7 s. (vs. 130.9 s.). In addition, aged
mice also have a significantly longer median state duration for the more-active Shelter
exploration state: 15.5 s. in aged mice vs. 11.7 s. in young adult mice. The median
duration of the Explorative movement and Eating state are roughly equal in the two
groups. Again, these results point towards a less active pattern of behavior in the
aged mice.

Finally, the expected proportion of time spent in each of the states also show that
aged mice display significantly less active behavior (Table 5.10). Specifically, the aged
mice spent significantly less time in the Explorative movement and Shelter exploration
state, and significantly more time in the Resting state.

Comparison between the hierarchical HSMM and conventional analysis
Both the results concerning the hierarchical HSMM and the conventional analyses
using t-tests show that aged mice display a (significantly) less active pattern of be-
havior. However, whereas conventional analysis compares the acts in isolation, the
hierarchical HSMM compares the acts both within the context of overarching behav-
ioral states, and in the context of other behaviors by inferring the dynamics between
the behavioral states. In the hierarchical HSMM, all behavioral acts are summarized
in one comprehensive model, resulting in 1) new and more detailed information, both
revealing di�erences not observed with conventional analysis and providing informa-
tion on why di�erences occur, and 2) a more informative estimation of behavior.
First, the hierarchical HSMM provides information on why the frequencies of certain
acts di�er. For example, the frequency of the acts linger and move is decreased in
aged mice, but conventional analysis does not provide any information on how this
di�erence emerges. When inspecting the hierarchical HSMM, the acts linger and
move together make up the Explorative movement state. By looking at the state
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transition probabilities, we see that the probability of switching to the Explorative
movement state is not di�erent between the two groups, except when switching from
the Eating state to the Explorative movement state: this switch occurs significantly
less frequent in aged mice. Instead, aged mice tend to switch to the Non explorative
movement state after the Eating state, which is composed of sit and move. Hence,
the frequency of linger and move is decreased in aged mice specifically because after
eating, they more often start a sequence of sit and move acts instead of a sequence
of linger and move acts.
Second, the hierarchical HSMM reveals di�erences in behavior that are not observed
in the conventional analysis. For example, the frequency of the act sit is not sig-
nificantly di�erent between aged and young adult mice, and the frequency of move
is significantly lower in aged mice. However, when inspecting the Non explorative
movement state in the hierarchical HSMM, which is composed of sit and move, we
observe that the probability to start, and hence the frequency of, the Non explo-
rative movement state after the Explorative movement and Eating state is actually
increased in aged mice. Hence, after Eating and Explorative movement behavior, the
frequency of sit and move that is part of a sit-move-sit sequence is increased in aged
mice compared to young adult mice, instead of similar (in case of sit) or decreased
(in case of move), as suggested by conventional analysis.
Third, the hierarchical HSMM provides a more informative description of the dura-
tion and frequency of behavior by clustering the acts together in more comprehensive
behavioral states. When comparing frequencies and durations in the hierarchical
HSMM, one only has to compare frequencies and durations of the behavioral states
(5) instead of all behavioral acts (8). Newly developed automated home cage systems
(e.g., [46,48]) can extract many more behavioral acts than 8, which makes the parsi-
monious description of behavior, by means of statistical models, even more expedient.
In addition, by clustering long behaviors that are subject to short interruptions to-
gether, the hierarchical HSMM provides a more adequate estimate of the duration
of these behaviors. For instance, when inspecting the act eat, conventional analysis
showed that aged mice have significantly shorter eat durations. In the hierarchical
HSMM, episodes of eat are clustered together into the Eating state even if the eating
act are interrupted by, say, a short movement, e.g. a move lasting 1 second. The
duration of the Eating state is longer compared to the act eat in both groups of mice,
and there is no significant di�erence between the duration of the Eating state be-
tween aged and young adult mice. So when correcting for minor interruptions when
the mouse is eating, the di�erence in eating duration between aged and young adult
mice is no longer present.
Finally, the hierarchical HSMM yields distributions of each estimated parameter for
each individual mouse, allowing for the statistical comparison between individual
mice (not shown here), which is not possible using conventional analysis.
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5.4 Conclusions and future directions

Over the recent years, automated home cage systems have been developed to study
the e�ects of genes and environment on mouse behavior. These systems can track
the behavior of mice over multiple days without interference of experimenters. Be-
sides the advantage of no human interference [24], these systems o�er the unique
possibility to study the dynamics of behavior over time, and to compare the dy-
namics of di�erent groups (e.g. di�erent genotypes). As symptoms of neurological,
psychiatric and neurodegenerative disorders in humans are often identifiable through
subtle or drastic changes in day-to-day behavior (e.g., food intake, sleep and activity
patterns) [53], automated home-cage systems that allow the study of the dynamics
of behavior in mouse models can improve sensitivity, and provide new insights into
the pathophysiology and treatment of these disorders [24].

Shedding a new light on the dynamics of animal behavior To date, the
statistical methods that are applied to the data that automated home-cage systems
generate are quite basic. Generally, standard statistical techniques like t-tests are
used on behavioral information that is summarized over time. As such, these meth-
ods discard arguably the most interesting and novel aspect of such data: information
on the dynamics of behavior. In the current chapter, we developed a statistical model
based on Markov modeling and hidden behavioral states to describe the temporal or-
ganization of mouse behavior. So far, a Markov model including hidden states has
been used once before to analyze longitudinal mouse data: Carola et al. [59] used a
(non-hierarchical) hidden Markov model to describe the dynamics of maternal care in
mice. Their model provided a global assessment of maternal behavior in laboratory
mice and revealed key di�erences in behavioral strategy between mouse pedigrees,
which classical statistical methods had not identified.
There are two important di�erences between the model used by Carola et al. and our
present model. First, given a non-hierarchical HMM, one may fit the HMM to the
data of each mouse separately, or fit one and the same HMM to the data of all mice
simultaneously under the strong assumption that the mice and groups do not di�er
with respect to the parameters of the HMM. Carola et al. choose the latter option,
and fitted one HMM to the combined data of all mice in all strains. Through appli-
cation of the Viterbi algorithm, the estimated parameters of this general HMM were
then used to infer the hidden state sequence of each individual mouse. Subsequently,
groups were compared with respect to the frequency, composition, and transition
probabilities of the inferred hidden states, and not on the model parameters. In
using this procedure, Carola et al. thus first assume that the underlying model that
generates the observed behavior is similar for all mice in all groups, but then proceed
to investigate possible group di�erences. This is a curious combination. Moreover,
in case that the underlying mechanism that generates the observed behavior di�ers
substantially between groups, the estimated general HMM model is a mix of multiple
models and possibly not representative of the behavior of any of the groups in the
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study. In addition, as the states inferred through the Viberbi algorithm depend on
the parameters of the general HMM, group di�erences are possibly diluted, and some
group di�erences may never be detected. In contrast, the hierarchical model that we
developed and discussed in this chapter does not depend on the assumption that one
and the same HMM underlies the behavior observed in di�erent groups. Specifically,
our model allows for heterogeneity of model parameters between di�erent groups, as
such highlighting group di�erences. In addition, our model allows for heterogeneity
between mice of the same group, as such quantifying the variation between mice of
the same group, information that is used in the testing of group di�erences. Conse-
quently, we retain more information, and can likely provide more accurate answers
to research question pertaining to group di�erences. Second, the HMM applied by
Carola et al. is based on the assumption that the probability of spending more time
in the current behavioral state does not depend on the time already spent in that
state. As discussed earlier, the tenability of this assumption is questionable in the
context of mouse behavior (see Allcroft [61]). For instance, the time already spend
in the Eating (or Resting) state will, as a consequence of satiety (or revitalization),
influence the probability to spend more time in this state. By using a semi hidden
Markov model, we do not need to make this assumption and can impose a suitable
distribution on the durations of each of the behavioral states.
While our simulation studies showed that the current model requires some work (see
below), a real data example, comparing the behavioral pattern of normal and older-
aged C57BL/6J mice that were introduced in the PhenoTyper system, already clearly
illustrated the advantage of the hierarchical HSMM over standard summary statis-
tical tests. Both the standard summary statistical tests and the hierarchical HSMM
showed that older mice display significantly less active behavior. However, using
hierarchical HSMM we were able to obtain new and more detailed information on
behavior. This new information revealed di�erences not observed with conventional
analysis, and provided information on why di�erences occur. For example, using the
hierarchical HSMM, we not only showed that older mice display significantly less
active behavior (i.e., spend less time in the Explorative movement and Shelter ex-
ploration state, and more time spent in the Resting state), we also showed how this
decreased activity arises. That is, the composition of the behavioral states (i.e., the
state-dependent probability of observed behavioral acts) was not significantly di�er-
ent between the two age groups, but the probabilities of transitioning from one state
to another, and the median duration of the hidden states were. This information
on group di�erences cannot be obtained using conventional statistical methods. In
addition, as the hierarchical HSMM compares the acts within the context of overar-
ching behavioral states, we arrive at a more informative assesment of behavior. For
example, when inspecting eating behavior, conventional analysis showed that aged
mice have a significantly shorter duration of the act eat. However, when correcting
for minor interruptions when the mouse is eating using the hierarchical HSMM, it
was shown that the duration of the Eating state is similar in aged and young adult
mice.
Furthermore, the results emphasized the importance of a hierarchical approach to
model mouse behavior. While some parameters displayed little heterogeneity among
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mice in the same group (e.g., the composition of the Eating state, and the proba-
bility to switch from the Resting state to another state), other parameter estimates
showed large di�erences between mice (e.g., the composition of the Resting state,
and the probability to switch from the Non-explorative movement state to another
state). The observed heterogeneity in parameter estimates demonstrates that mice
within the same group may display di�erent patterns of behavior, which needs to be
accommodated within the statistical model.

Future extension of the hierarchical HSMM Our simulation studies showed
that the hierarchical HSMM performs well, but still requires some adjustment when
applying it to the observed mouse data. That is, the model retrieves model param-
eters well if the data are generated in a manner consistent with the assumptions
of the proposed hierarchical HSMM. In this case, that assumption pertains to the
observed behavioral acts being drawn randomly from a categorical distribution, i.e.,
are independently distributed conditional on the state (i.e., no "temporal depen-
dency"). However, as the observed acts in the mouse data are originally (i.e., before
discretization) characterized by a continuous duration, the discretized acts occur in
blocks, i.e., do show temporal dependency. When applying the proposed model to
data that more closely resembled the real mouse data, the model tends to underesti-
mate the frequency of behavioral acts within a state when they are not (one of) the
main component(s) of that state, resulting in overestimated probabilities to transi-
tion between certain states and underestimated median duration time for most of
the states. This implies that our model, if we wish to apply it to data that resemble
the mouse data, requires adjustment to accommodate this temporal dependency. To
illustrate, in the current model, the probability of observing a move act within the
Eating state always equals 0.01, irrespective of the duration of the move act. How-
ever, observing a move act of 1 second within the Eating state is biologically more
plausible than observing a move act of 100 consecutive seconds within the Eating
state. In the former scenario, the mouse most likely makes a short movement while
eating (e.g., a twist of the body), while in the latter scenario, it is questionable if the
behavior can still be considered a part of the Eating state. At present, the duration
of an act within a state is not accommodated in our final model. Consequently, the
probability that an observed act belongs to state S = i is constant over the dura-
tion of an act. The underestimation of the probability of observing an act within a
state that is not (one of) the main component(s) of a state is caused by ignoring the
dependency of the state conditional probabilities on the duration of the behavioral
acts. That is, the probability of observing an act with a long duration within a
state of which that act is not (one of) the main component(s) is very low. As the
probability of observing acts within a state is constant over the duration of acts, this
very low probability might incorrectly dominate the general probability of observing
acts within states when they are not (one of) the main component(s) of that state.
Therefore, it is important to accommodate the durations that originally characterize
the observed behavioral acts, i.e., the fact that the behavioral acts span multiple,
consecutive, points of time within a state.
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Accommodating the durations of the acts constitutes a feasible model extension, i.e.,
letting the probability to observe an act within a state dependent on the duration of
that act is relatively straightforward. For instance, one could include the duration of
the current act as a covariate in the model, i.e., extent the linear predictor function
of the Multinomial logit model for the state-dependent probabilities ◊k,i to include
a regression coe�cient that models the dependency of each probability on the dura-
tion of that act. This solution seems appealing, but research is required to show its
viability.
Further studies are required to establish how much data are needed to obtain robust
parameter estimates, i.e., what is the minimal number of mice, and/or minimal du-
ration of the time series, required to obtain robust population level parameters, in
order to obtain robust group comparisons. In addition, further study is required to
establish how much data is needed in order to obtain reasonable levels of statistical
power to detect di�erences between (experimental) groups of various magnitudes,
and how to best expand data sets in view of reducing variability in the parameter
estimates, hence increasing power. That is, should one use longer observation se-
quences, or expand the number of mice per group? These designs come with their
own challenges: the latter might not always be possible as e.g. (di�culty in) breed-
ing puts a limit to the available number of mice, while the former might result in
observation sequences that can no longer be considered time-homogeneous (i.e., the
parameters cannot be assumed stable over time, but see below for a possible approach
to fit time-heterogeneous data).

Flexibility of the presented model and its applications The presented hi-
erarchical HSMM is flexible as it allows for the inclusion of random e�ects in all
of the model components (in contrast to previously presented methods [132, 137]).
In addition, it can be extended in several ways. For instance, covariates can be
incorporated in any of the model components: the linear predictor function of the
Multinomial logit model for both the state-dependent probabilities and the transition
probabilities can be extended, and a linear regression term can be included for the
logNormal distributed state duration times. This allows the inclusion of the e�ects
of background variables like gender of the mouse, or time-varying covariates (for ex-
ample dark/light phase2). The inclusion of time-varying covariates o�ers a way to
relax the assumption of a time-homogeneous model: one can design a model in which
model parameters (e.g., di�erent transition probabilities between states) vary across
di�erent observational periods. This makes it possible to analyze longer sequences of

2Note that it is also possible to use a covariate to di�erentiate between experimental
groups instead of running two separate models (as we did). The obtained results will
be similar, but as the two models cannot be run completely in parallel the computation
time will increase. Also, using a covariate to di�erentiate between experimental groups
assumes that the variance of the random e�ects is equal over the groups (that is, the
heterogeneity between individual mice in the experimental groups is assumed to be
equal), unless an interaction term between the random e�ect and the covariate denoting
group membership is specified.
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mouse behavior (e.g., one complete day where the level of activity changes through-
out the 24 hours due to changes in circadian rhythm). One has to keep in mind,
however, that the interpretation of the model parameters becomes less intuitive as
one distinguishes between more periods of time. An option to prevent estimation of
many di�erent parameters for the di�erent time periods would be to apply Bayesian
shrinkage (i.e., if the data does not show evidence of heterogeneity, the parameters
are not estimated di�erently, i.e., not subjected to random e�ects, see e.g., [138]). In
addition, in our application and simulation study, we specified a categorical state-
dependent probability distribution for observing acts, and a logNormal distribution
for the state durations. The HSMM, however, can include a wide range of alterna-
tive distributions. Therefore, various kinds of data (continuous, normally distributed
outcome variables, count data, di�erently distributed duration data) can be readily
modeled.
Although the development of the presented method was motivated by mouse data,
the hierarchical HSMM is applicable to a wide variety of longitudinally collected data.
Put in a broader perspective, the present method is tailored to compare groups for
which longitudinal data are collected that are characterized by unobservable states
with duration distributions other than the exponential distribution. The possible ap-
plications of the developed method are myriad. In many fields, the goal is to recover
a sequence of unobservable latent states that summarize clusters of observations that
are a realization of the same latent process, and where the duration of these hidden
states are not best characterized by a distribution that assumes that shorter state
durations are always more probable than longer state durations (e.g., econometrics,
biological sequence analysis, epidemiology, speech analysis, and psychology). To il-
lustrate the usefulness of the current method for data collected outside the field of
behavioral Neuroscience, consider longitudinal data collected in manic-depressed sub-
jects (i.e., using technological devices to employ diary-based methods or experience
sampling methods), divided into groups that do, and do not, receive medication. In
this example, a manic, depressed and neutral state may be distinguished. The current
hierarchical HSMM would allow for heterogeneity between individuals in groups in
the composition of the psychological states, and the transition probabilities between,
and duration distribution of, these states. Moreover, one can investigate whether in
general medicated individuals di�er from non-medicated subjects in their composi-
tion of the manic, depressed and neutral state, their probability to switch between
states, and in the durations of each state.
The current model can also be used in the context of disease classification. In this
chapter, the hidden states were used as a parsimonious description of the observed
acts. Hidden states can, however, also be used to filter out measurement error. For
instance, in the classification of disease state, the number of states equals the number
of distinct possible outcomes (e.g., healthy versus ill, or di�erent disease stages). In
that case, the states are largely composed of the outcome variable they represent,
plus a small fraction of measurement error (i.e., outcomes that should have received
the same outcome value as represented by the state). In the example of disease
state classification, the transition probabilities between the hidden states are used to
describe the trajectory over time of a disease that either progresses over time (e.g.,
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HIV, Braak stages in Alzheimer’s disease) or is characterized by attacks of symptoms
(e.g., epilepsy, or multiple sclerosis).

Conclusions In conclusion, we demonstrated the usefulness of modeling longitu-
dinal behavioral data using a hierarchical HSMM that is fitted using Bayesian esti-
mation. This model provides a comprehensive description of the observed behavior
over time, both providing more accurate information on behavior and unveiling infor-
mation that remains hidden when conventional statistical methods are used. Using
the proposed model, di�erences in behavior can be established and understood. As
such, modeling the dynamics of behavior in mouse models may shed new light on the
pathophysiology and treatment of neurological, psychiatric and neurodegenerative
disorders that often characterized by changes in day-to-day behavior [53]. The parsi-
monious description of behavior through hidden states will become more interesting
and expedient with the development of automated home cage systems that allow
extraction of richer behavioral repertoires (e.g., three dimensional tracking systems
that also allow characterization of rearing, grooming and digging). The proposed
method is highly flexible in that distributions can be chosen by the researcher and
covariates can be included in all components of the model. The advances in computer
technology, the availability of cluster computers, and the interdisciplinary collabora-
tion between behavioral scientists and statisticians will alleviate the computational
burden and the relative di�culty of implementing these models. Expectantly, this
will encourage and facilitate future research to go beyond the application of uni-
variate models and optimally use the rich longitudinal behavioral data generated by
automated home cage testing systems.
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Glossary – Key statistical terms

Act An observed behavioral outcome. In the current chapter, an observed
sequence of distinguishable, alternating acts comprises the data used as input
for the described Markov models (see Table 1).

State A hidden or latent (i.e., not directly observed) random variable that
generates an observed act or an observed sequence of acts. In the hidden
Markov model, one state is defined for each point in time, each producing an
observed act that lasts one unit of time. In the hidden semi Markov model,
each state is linked to a duration, and this duration determines the length of
the (sequence of) act(s) that that state produces.

Discrete time In discrete time models, acts or states are assumed to occur at
distinct, equally spaced separate points in time (i.e., one separate observation
for each time point, similar to the observations "head" and "tail" in a series of
coin flips). Hence, in discrete time Markov models, transitions between acts
or states are evaluated at each time point, and the transition probabilities
comprise both the probability of switching to another act or state, and the
probability of remaining in the same act or state (i.e., self-transition probabil-
ities).

Continuous time In continuous time models, the time spend in each act or
state can in theory take on every non-negative real value (e.g., disease state
when monitoring the progression of a disease over time). Hence, in continuous
time Markov models, each act or state is linked to a duration rather than
evaluated at discrete, separate points in time, and the transitions between
acts or states are only evaluated when the current act or state ends and a
new act or state begins. Therefore, the transition probabilities only comprise
the probability of switching to another act or state, while the self-transition
probabilities are replaced by an act- or state-specific duration distribution.

State-dependent probability distribution The probability mass function
describing the probability of observing an act within a state (e.g., the proba-
bility to observe the act move in the Eating state).

Likelihood function A function of the parameters of a statistical model,
that describes the probability (or, likelihood) of the observed data given the
parameter estimates of the specified model.
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Glossary – Key statistical terms (continued)

Model parameter: fixed and random The value(s) of parameters that
characterize the specified model and that need to be estimated based on the
observed data (e.g., the probability of observing an act within a state charac-
terizing the categorical state-dependent probability distribution). In classical
statistical analysis, model parameters are considered "fixed" (i.e., "point esti-
mates"; estimation yields 1 value for each fixed parameter), while in Bayesian
analysis and hierarchical models (some) model parameters are viewed as "ran-
dom" (i.e., estimation yields a distribution describing a range of possible values
for each random parameter).

Prior distribution In Bayesian analysis, model parameters are viewed as
"random" rather than fixed, i.e., they follow a given distribution. The algebraic
form of these distributions (e.g., Uniform, Gamma) is specified a priori by the
researchers and expresses the researcher’s prior expectations with respect to
the most likely values of the model parameters (e.g., Uniform distribution: all
values are equally likely, Gamma distribution with a small shape parameter
–: small values are more likely). The parameters characterizing the shapes of
these researcher-specified prior distributions are called "hyper-parameters" (see
below).

Hyper-parameter Parameters characterizing the shape of the prior distribu-
tion (e.g., Normal distribution: mean and standard deviation µ and ‡; Gamma
distribution: shape and rate parameter – and —). The chosen values of hyper-
parameters express one’s prior expectations concerning the range of possible
values of the model parameters.

Non-informative prior distribution When prior expectations concerning
the possible values of model parameters are absent, hyper-parameters are cho-
sen such that model parameters can assume a wide range of values (e.g., a
very large standard deviation ‡ in a Normal prior distribution), resulting in a
so-called "non-informative" prior distribution.

Posterior distribution By applying Bayes’ theorem, the prior distributions of
all model parameters and the likelihood function are combined, resulting in the
posterior distributions of the model parameters, which express the probability
distributions of the model parameters conditional on (i.e., given) the observed
data.

Conjugate prior distribution When combining the prior distribution and
the likelihood function results in a posterior distribution of the same algebraic
form as the prior distribution (e.g., both Normal), the prior distribution is
called conjugate.
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Glossary – Key statistical terms (continued)

Dirichlet distribution The Dirichlet distribution is a continuous multivariate
probability distribution, parameterized by a vector of counts a (e.g., in our
data, each act is represented by a count). The Dirichlet distribution belongs to
the same family as the categorical distribution, which makes it a convenient,
i.e., conjugate, prior distribution of the categorical distribution in Bayesian
statistics.

State duration distribution The probability mass function describing the
probability that a state has a certain duration. Used in the hidden semi Markov
model.

Gibbs sampling Gibbs sampling is a Markov Chain Monte Carlo (MCMC)
technique for generating random variables from various univariate or multivari-
ate distributions to approximate the full joint distribution of all parameters in
the model, without having to mathematically derive the exact full joint dis-
tribution [139, 140]. In Gibbs sampling, the full joint posterior distribution is
split up in multiple conditional posterior distributions and each of the parame-
ter estimates are sampled in turn from their conditional posterior distribution,
i.e., conditional on the current values of the other parameters in the model.
Gibbs sampling is the most basic MCMC method used in Bayesian statistics.

Hierarchical model Hierarchical models are used to analyze data that have a
hierarchical structure, i.e., that are organized on various levels. The hierarchi-
cal structure of the data is accommodated by specifying model parameters that
pertain to the di�erent levels in the data. For example, data collected in mice
that belong to the same (experimental) group is summarized by mouse or in-
dividual level model parameters, describing e.g. the variation observed within
a mouse, and group or population level model parameters, describing e.g. the
variation observed between mice within a group. The individual level model
parameters are not estimated separately, but are assumed to be realizations of
the population level distribution characterized by the population level param-
eters, i.e., the individual level model parameters are "random", independent of
the used estimation method (i.e., Bayesian or classical frequentist estimation).
When using Bayesian estimation, the population level distribution is given
by the prior distribution of the individual level parameters. Hence, whereas
in non-hierarchical models the parameters of the prior distribution (i.e., the
hyper-parameters) are user-specified and thus fixed, in hierarchical models the
hyper-parameters are estimated from the data and are thus viewed as random
in Bayesian analysis.
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Glossary – Key statistical terms (continued)

Hyper-prior distribution In Bayesian analysis, all model parameters that
are of interest (i.e., to-be-estimated) are viewed as "random" rather than fixed,
i.e., they follow a given distribution. In hierarchical models, both the individ-
ual level and the population level model parameters (i.e., the parameters of
the population level prior distributions - the hyper-parameters) need to be es-
timated from the data. As such, the hyper-parameters themselves are random
parameters in hierarchical models that are fitted using Bayesian estimation,
i.e., they follow a given distribution. The algebraic form of these distributions
(e.g., Uniform, Gamma) is specified a priori by the researchers and expresses
the researcher’s prior expectations with respect to the most likely values of the
hyper-parameters, and is called the "hyper-prior distribution".

Metropolis sampling Like Gibbs sampling, Metropolis sampling is an itera-
tive Markov Chain Monte Carlo (MCMC) technique used to generate random
variables from multiple univariate or multivariate distributions to approximate
the full joint posterior distribution of all parameters in the model, without
having to mathematically derive the exact full joint distribution. Metropolis
sampling is used when Gibbs sampling is inconvenient or impossible (e.g., when
no conjugate prior distributions are available). Instead of sampling parameter
estimates directly from their conditional posterior distribution (i.e., Gibbs sam-
pling), new parameter estimates are drawn from a (user specified) symmetric
proposal distribution (e.g., a Normal distribution) in Metropolis sampling. The
mean of the proposal distribution is equal to the current parameter estimate,
and the user specifies the algebraic form (e.g., Normal distribution) and the
variance or "scale" of the proposal distribution. Subsequently, the drawn model
parameter is accepted or rejected according to a probability based on the ratio
between the conditional posterior distribution of the newly sampled value of
the model parameter and the current value from the previous iteration. See
e.g., [141] for an introduction.
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5.5 Supplement

5.5.1 Supplementary tables

Table 5.S1: Results of the Markov Chain (MC) model applied to the data of Mouse X.
The MC model describes the longitudinal data through the probabilities to
transition between di�erent behavioral acts (o�-diagonal) and the probabilities
to continue in the same behavioral act (i.e., self-transitions; diagonal).

Transition probabilities

To

sit linger move on eat short in medium in long in missing
From shelter shelter shelter shelter
sit 0.73 0.03 0.23 0.00 0.01 0.00 0.00 0.00 0.00
linger 0.03 0.83 0.12 0.01 0.00 0.00 0.00 0.00 0.00
move 0.14 0.30 0.38 0.08 0.02 0.08 0.01 0.00 0.00
on shelter 0.00 0.02 0.05 0.92 0.00 0.00 0.00 0.00 0.00
eat 0.00 0.00 0.01 0.00 0.99 0.00 0.00 0.00 0.00
sh. in shelter 0.02 0.09 0.03 0.00 0.01 0.85 0.00 0.00 0.00
med. in shelter 0.00 0.00 0.00 0.00 0.00 0.00 1.00 0.00 0.00
lo. in shelter 0.00 0.00 0.00 0.00 0.00 0.00 0.00 1.00 0.00
missing 0.10 0.33 0.05 0.00 0.00 0.00 0.00 0.00 0.52
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Table 5.S2: Results of the Continuous time Markov chain (CTMC) model applied to the
data of Mouse X. The CTMC model teases apart the durations of behavioral
acts (modeled through exponential duration distributions with termination
rate ⁄, from which the mean duration can be calculated), and the transition
probabilities between di�erent behavioral acts.

Transition probabilities

To

sit linger move on eat short in medium in long in missing
From shelter shelter shelter shelter
sit 0.00 0.04 0.95 0.00 0.00 0.01 0.00 0.00 0.00
linger 0.09 0.00 0.82 0.03 0.02 0.02 0.00 0.00 0.01
move 0.34 0.44 0.00 0.10 0.03 0.09 0.01 0.00 0.00
on Shelter 0.01 0.14 0.85 0.00 0.00 0.00 0.00 0.00 0.00
eat 0.06 0.12 0.82 0.00 0.00 0.00 0.00 0.00 0.00
sh. in shelter 0.26 0.47 0.26 0.00 0.00 0.00 0.00 0.00 0.00
med. in shelter 0.00 0.78 0.22 0.00 0.00 0.00 0.00 0.00 0.00
lo. in shelter 0.00 1.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
missing 0.27 0.72 0.00 0.00 0.00 0.00 0.00 0.00 0.00

Exponential duration distributions

sit linger move on eat short in medium in long in missing
shelter shelter shelter shelter

Termination
rate ⁄ 0.455 0.198 0.901 0.078 0.010 0.155 0.005 0.0003 0.541

Mean
duration (s) 2.2 5.1 1.1 12.7 98.4 6.5 221.7 2764.1 1.9
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Table 5.S3: Results of the 5 state Hidden Markov Model (HMM) applied to the data
of Mouse X. The HMM describes the longitudinal mouse data by clustering
observed behavioral acts into hidden (i.e. unobserved) states. The compo-
sition of the 5 states can be inferred from the state-dependent probabili-
ties of the individual observed behavioral acts. The dynamics between the
states is described through the probabilities to transition between the states
(o�-diagonal), and the probabilities to continue in the same state (i.e., self-
transition; diagonal). The geometric state duration distributions (i.e., the
continuous time version of the exponential distribution) implicitly assumed
by the HMM equals “t≠1

ii (1 ≠ “ii). To ease interpretation, we approximate
the geometric distribution with the exponential distribution, using ⁄ (i.e., the
termination rate of the exponential distribution), which equals ≠ln(“ii).

State-dependent probabilities

State

Non-explorative Explorative Shelter Eating Resting
Act movement movement Exploration
sit 0.59 0.00 0.00 0.00 0.00
linger 0.00 0.85 0.00 0.00 0.00
move 0.40 0.14 0.00 0.00 0.00
on shelter 0.00 0.00 0.70 0.00 0.00
eat 0.00 0.00 0.00 1.00 0.00
sh. in shelter 0.01 0.00 0.30 0.00 0.00
med. in shelter 0.00 0.00 0.00 0.00 0.58
lo. in shelter 0.00 0.00 0.00 0.00 0.42
missing 0.00 0.01 0.00 0.00 0.00

Transition probabilities

To

Non-explorative Explorative Shelter Eating Resting
From movement movement Exploration
Non expl. movem. 0.84 0.10 0.05 0.01 0.00
Expl. movem. 0.06 0.89 0.04 0.01 0.00
Shelter-exploration 0.01 0.08 0.91 0.00 0.00
Eating 0.01 0.00 0.00 0.99 0.00
Resting 0.00 0.00 0.00 0.00 0.99

Implicit exponential duration distributions

Non-explorative Explorative Shelter Eating Resting
movement movement Exploration

Termination rate ⁄ 0.180 0.113 0.099 0.010 0.002
Mean duration (s) 5.5 8.8 10.1 101.0 475.5
Median duration (s) 3.8 6.1 7.0 70.0 329.6
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Table 5.S4: Results of the 5 state hidden semi Markov model (HSMM) applied to the
data of Mouse X. The HSMM summarizes the data by clustering observed
behavioral acts into hidden states with a certain duration. State composi-
tion (i.e., state-dependent probabilities), probabilities to switch between states
(i.e., transition probabilities), and logNormal state duration distributions for
the 5 states are shown.

State-dependent probabilities

State

Non-explorative Explorative Shelter Eating Resting
Act movement movement Exploration
sit 0.57 0.00 0.00 0.00 0.00
linger 0.00 0.86 0.00 0.00 0.00
move 0.41 0.13 0.00 0.00 0.00
on shelter 0.00 0.00 0.70 0.00 0.00
eat 0.00 0.00 0.00 1.00 0.00
sh. in shelter 0.02 0.00 0.29 0.00 0.00
med in shelter 0.00 0.00 0.00 0.00 0.58
lo. in shelter 0.00 0.00 0.00 0.00 0.42
missing 0.00 0.01 0.00 0.00 0.00

Transition probabilities

To

Non-explorative Explorative Shelter Eating Resting
From movement movement Exploration
Non expl. movem. 0.00 0.65 0.27 0.06 0.02
Expl. movem. 0.56 0.00 0.37 0.05 0.02
Shelter-exploration 0.10 0.87 0.00 0.03 0.00
Eating 0.59 0.38 0.02 0.00 0.00
Resting 0.00 0.93 0.00 0.06 0.00

LogNormal state duration distributions

Non-explorative Explorative Shelter Eating Resting
movement movement Exploration

Logmu 1.4 1.9 2.2 4.2 5.5
Logsd 0.6 0.6 0.5 0.9 1.4
Mean duration (s) 6.1 8.3 10.3 100.2 637.8
Median duration (s) 5.2 7.0 8.8 64.1 241.6
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Table 5.S5: Simulation settings for 5 state model used in simulation Scenario 2: the state i conditional transition probability matrix
to switch between acts within state i for the Non-explorative movement, Explorative movement, Shelter exploration and
Eating states. Note that the acts within the Resting state are not generated from a transition probability matrix but -
as the Resting state in the longitudinal mouse data always only consists of 1 act, i.e., either medium or long in shelter -
the medium or long in shelter acts are classified based on the duration of the simulated Resting state occurrence, similar
to the data preparation in the longitudinal mouse data.

To

sit linger move on shelter eat short in shelter medium in shelter long in shelter missing

Non-explorative movement

sit 0.670 0.005 0.319 0 0 0.001 0 0 0.005
linger 0.517 0.368 0.109 0 0 0.005 0 0 0.001
move 0.368 0.005 0.607 0 0 0.013 0 0 0.005

From on shelter 0 0 0 0 0 0 0 0 0
eat 0 0 0 0 0 0 0 0 0
short in shelter 0.372 0.001 0.249 0 0 0.368 0 0 0.010
medium in shelter 0 0 0 0 0 0 0 0 0
long in shelter 0 0 0 0 0 0 0 0 0
missing 0.333 0.001 0.059 0 0 0 0 0 0.607

Explorative movement

sit 0.368 0.398 0.230 0 0 0.001 0 0 0.003
linger 0.024 0.818 0.125 0.010 0 0.020 0 0 0.003
move 0.018 0.510 0.368 0.001 0 0.100 0 0 0.003

From on shelter 0.001 0.350 0.280 0.368 0 0 0 0 0.001
eat 0 0 0 0 0 0 0 0 0
short in shelter 0.020 0.381 0.230 0 0 0.368 0 0 0.001
medium in shelter 0 0 0 0 0 0 0 0 0
long in shelter 0 0 0 0 0 0 0 0 0
missing 0.010 0.342 0.040 0 0 0.001 0 0 0.607
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–continued from previous page

To

sit linger move on shelter eat short in shelter medium in shelter long in shelter missing

Shelter exploration

sit 0.368 0.001 0.001 0.227 0 0.402 0 0 0.001
linger 0.001 0.368 0.001 0.359 0 0.270 0 0 0.001
move 0.001 0.001 0.368 0.375 0 0.254 0 0 0.001

From on shelter 0.001 0.023 0.019 0.936 0 0 0 0 0.021
eat 0 0 0 0 0 0 0 0 0
short in shelter 0.021 0.070 0.079 0 0 0.818 0 0 0.012
medium in shelter 0 0 0 0 0 0 0 0 0
long in shelter 0 0 0 0 0 0 0 0 0
missing 0.001 0.001 0.001 0.227 0 0.163 0 0 0.607

Eating

sit 0.368 0.020 0.200 0 0.411 0 0 0 0.001
linger 0.02 0.368 0.070 0 0.541 0 0 0 0.001
move 0.11 0.110 0.368 0 0.411 0 0 0 0.001

From on Shelter 0 0 0 0 0 0 0 0 0
eat 0.004 0.004 0.011 0 0.98 0 0 0 0.001
short in shelter 0 0 0 0 0 0 0 0 0
medium in shelter 0 0 0 0 0 0 0 0 0
long in shelter 0 0 0 0 0 0 0 0 0
missing 0.07 0.12 0.1 0 0.103 0 0 0 0.607
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Table 5.S6: Simulation results for the mouse-specific parameters associated to the state-
dependent probabilities of Scenario 1. The true value of the parameter (i.e.,
the values used to simulate the data), average median and standard devia-
tion (SD) of the posterior distribution, average bias, Root Mean Square error
(RMSE), and coverage of the 95% credibility interval are reported for the 100
data replications.

States

Non- Explorative Shelter Eating Resting

explorative movement exploration

Acts movement

sit True value 0.54 0.03 0.01 0.01 0.00
Median (SD) 0.53 (0.02) 0.04 (0.01) 0.01 (0.00) 0.01 (0.00) 0.00 (0.00)
Bias (RMSE) -0.01 (0.02) 0.00 (0.01) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00)

Coverage 87.4% 88.4% 91.0% 92.5% 99.9%

linger True value 0.00 0.72 0.04 0.01 0.00
Median (SD) 0.01 (0.00) 0.72 (0.02) 0.04 (0.01) 0.01 (0.00) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) 0.00 (0.02) 0.00 (0.01) 0.00 (0.00) 0.00 (0.00)

Coverage 85.9% 87.4% 88.6% 91.9% 100%

move True value 0.45 0.18 0.04 0.02 0.00
Median (SD) 0.45 (0.02) 0.17 (0.01) 0.04 (0.01) 0.02 (0.00) 0.00 (0.00)
Bias (RMSE) 0.01 (0.02) 0.00 (0.02) 0.00 (0.01) 0.00 (0.01) 0.00 (0.00)

Coverage 89.3% 86.9% 89.3% 90.3% 100%

on shelter True value 0.00 0.01 0.68 0.00 0.00
Median (SD) 0.00 (0.00) 0.01 (0.00) 0.68 (0.01) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.02) 0.00 (0.00) 0.00 (0.00)

Coverage 89.6% 90.7% 90.8% 100% 100%

eat True value 0.00 0.00 0.00 0.96 0.00
Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.96 (0.01) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.01) 0.00 (0.00)

Coverage 98.4% 99.4% 99.5% 89.7% 99.9%

short True value 0.00 0.05 0.18 0.00 0.00
in shelter Median (SD) 0.00 (0.00) 0.05 (0.01) 0.18 (0.01) 0.00 (0.00) 0.00 (0.00)

Bias (RSME) 0.00 (0.00) 0.00 (0.01) 0.00 (0.01) 0.00 (0.00) 0.00 (0.00)
Coverage 89.3% 89.8% 90.2% 100% 99.9%

medium True value 0.00 0.00 0.00 0.00 0.80
in shelter Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.80 (0.01)

Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.01)
Coverage 99.5% 99.6% 99.5% 100% 91.4%

long True value 0.00 0.00 0.00 0.00 0.20
in shelter Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.20 (0.01)

Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.01)
Coverage 99.3% 99.9% 99.5% 99.9% 91.4%

missing True value 0.01 0.01 0.04 0.00 0.00
Median (SD) 0.01 (0.00) 0.01 (0.00) 0.04 (0.01) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.01) 0.00 (0.00) 0.00 (0.00)

Coverage 90.3% 89.9% 91.0% 92.9% 100%
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Table 5.S7: Simulation results for the mouse-specific parameters associated to the state transition probabilities of Scenario 1 The
true value of the parameter (i.e., the values used to simulate the data), average median and standard deviation (SD) of
the posterior distribution, average bias, Root Mean Square error (RMSE), and coverage of the 95% credibility interval
are reported for the 100 data replications.

To state

Non- Explorative Shelter Eating Resting

explorative movement exploration

From state movement

Non- True value – 0.60 0.29 0.10 0.01
explorative Median (SD) 0.58 (0.05) 0.29 (0.05) 0.11 (0.03) 0.01 (0.01)
movement Bias (RMSE) -0.02 (0.06) 0.00 (0.05) 0.01 (0.04) 0.00 (0.01)

Coverage 93.1 % 94.2% 92.3% 95.9%

Explorative True value 0.58 – 0.35 0.05 0.02
movement Median (SD) 0.55 (0.05) 0.37 (0.05) 0.06 (0.02) 0.02 (0.01)

Bias (RMSE) -0.03 (0.06) 0.02 (0.05) 0.01 (0.02) 0.00 (0.01)
Coverage 88.4% 92.3% 94.4% 96.1%

Shelter True value 0.10 0.85 – 0.05 0.00
exploration Median (SD) 0.10 (0.04) 0.84 (0.05) 0.05 (0.02) 0.00 (0.00)

Bias (RMSE) 0.00 (0.04) -0.01 (0.05) 0.00 (0.02) 0.00 (0.00)
Coverage 93.5% 92.7% 92.8% 75.8%

Eating True value 0.50 0.48 0.02 – 0.00
Median (SD) 0.48 (0.10) 0.49 (0.10) 0.02 (0.03) 0.00 (0.01)
Bias (RMSE) -0.02 (0.10) 0.01 (0.10) 0.00 (0.02) 0.00 (0.00)

Coverage 95.2% 95.4% 93.8% 64.5%

Resting True value 0.05 0.94 0.01 0.00 –
Median (SD) 0.04 (0.06) 0.91 (0.12) 0.02 (0.05) 0.01 (0.04)
Bias (RMSE) -0.01 (0.05) -0.03 (0.10) 0.01 (0.03) 0.01 (0.02)

Coverage 93.8% 96.1% 93.8% 52.8%
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Table 5.S8: Simulation results for the mouse-specific parameters associated to the logNormal state duration distribution of Scenario
1. The true value of the parameter (i.e., the values used to simulate the data), average median and standard deviation
(SD) of the posterior distribution, average bias, Root Mean Square error (RMSE), and coverage of the 95% credibility
interval are reported for the 100 data replications.

State

Non- Explorative Shelter Eating Resting

explorative movement exploration

movement

Median duration (s)ú True value 6.0 7.0 13.0 60.0 700.0
Median (SD) 7.0 (0.4) 7.7 (0.3) 13.3 (0.8) 58.2 (7.7) 681.5 (166.2)
Bias (RMSE) 1.0 (1.0) 0.7 (0.7) 0.3 (0.7) -1.7 (5.5) -18.5 (143.0)

Coverage 25.1% 42.3% 98.2% 98.3% 94.1%

Note:úThe median duration is obtained by exp(mean of the logNomal distribution) and is
provided to ease interpretation.
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Table 5.S9: Simulation results for the mouse-specific parameters associated to the state-
dependent probabilities of Scenario 2. The true value of the parameter (i.e.,
the values used to simulate the data), average median and standard devia-
tion (SD) of the posterior distribution, average bias, Root Mean Square error
(RMSE), and coverage of the 95% credibility interval are reported for the 100
data replications.

States

Non- Explorative Shelter Eating Resting

explorative movement exploration

Acts movement

sit True value 0.53 0.03 0.01 0.01 0.00
Median (SD) 0.47 (0.02) 0.01 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) -0.06 (0.08) -0.02 (0.02) -0.01 (0.01) -0.01 (0.01) 0.00 (0.00)

Coverage 15.0% 1.0% 6.4% 0.4% 100%

linger True value 0.01 0.72 0.04 0.01 0.00
Median (SD) 0.01 (0.01) 0.72 (0.02) 0.01 (0.00) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) 0.00 (0.01) 0.00 (0.09) -0.03 (0.03) -0.01 (0.01) 0.00 (0.00)

Coverage 39.8% 17.8% 0.3% 3.6% 100%

move True value 0.44 0.18 0.04 0.02 0.00
Median (SD) 0.49 (0.02) 0.11 (0.01) 0.01 (0.00) 0.01 (0.00) 0.00 (0.00)
Bias (RMSE) 0.05 (0.06) -0.07 (0.07) -0.03 (0.03) -0.02 (0.02) 0.00 (0.00)

Coverage 27.2% 2.5% 4.4% 0.2% 100%

on shelter True value 0.00 0.01 0.68 0.00 0.00
Median (SD) 0.00 (0.00) 0.01 (0.00) 0.85 (0.01) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) -0.01 (0.01) 0.17 (0.20) 0.00 (0.00) 0.00 (0.00)

Coverage 70.0% 48.1% 16.8% 100% 100%

eat True value 0.00 0.00 0.00 0.95 0.00
Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.99 (0.00) 0.00 (0.00)
Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.04 (0.04) 0.00 (0.00)

Coverage 81.6% 97.4% 99.8% 0.2% 100%

short True value 0.01 0.05 0.18 0.00 0.00
in shelter Median (SD) 0.02 (0.00) 0.15 (0.01) 0.06 (0.01) 0.00 (0.00) 0.00 (0.00)

Bias (RSME) 0.01 (0.05) 0.10 (0.13) -0.12 (0.15) 0.00 (0.00) 0.00 (0.00)
Coverage 78.9% 20.0% 11.8% 100% 100%

medium True value 0.00 0.00 0.00 0.00 0.86
in shelter Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.75 (0.00)

Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) -0.11 (0.35)
Coverage 100% 100% 100% 100% 0.3%

long True value 0.00 0.00 0.00 0.00 0.14
in shelter Median (SD) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.25 (0.00)

Bias (RMSE) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.11 (0.35)
Coverage 100% 100% 100% 100% 0.3%

missing True value 0.01 0.01 0.04 0.00 0.00
Median (SD) 0.01 (0.01) 0.00 (0.00) 0.06 (0.01) 0.00 (0.00) 0.00 (0.00)
Bias (RMSE) 0.00 (0.01) 0.00 (0.01) 0.02 (0.03) 0.00 (0.00) 0.00 (0.00)

Coverage 61.4% 31.4% 34.6% 3.5% 100%
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Table 5.S10: Simulation results for the mouse-specific parameters associated to the state transition probabilities of Scenario 2. The
true value of the parameter (i.e., the values used to simulate the data), average median and standard deviation (SD) of
the posterior distribution, average bias, Root Mean Square error (RMSE), and coverage of the 95% credibility interval
are reported for the 100 data replications.

To state

Non- Explorative Shelter Eating Resting

explorative movement exploration

From state movement

Non- True value – 0.60 0.29 0.10 0.01
explorative Median (SD) 0.59 (0.04) 0.23 (0.04) 0.16 (0.03) 0.01 (0.01)
movement Bias (RMSE) -0.01 (0.06) -0.06 (0.08) 0.06 (0.08) 0.00 (0.01)

Coverage 84.1 % 61.9% 46.7% 95.0%

Explorative True value 0.58 – 0.35 0.05 0.02
movement Median (SD) 0.59 (0.04) 0.32 (0.04) 0.07 (0.02) 0.01 (0.01)

Bias (RMSE) 0.01 (0.05) -0.03 (0.05) 0.02 (0.03) -0.01 (0.01)
Coverage 89.7% 83.4% 78.5% 90.0%

Shelter True value 0.10 0.85 – 0.05 0.00
exploration Median (SD) 0.20 (0.05) 0.76 (0.05) 0.03 (0.02) 0.00 (0.00)

Bias (RMSE) 0.10 (0.12) -0.09 (0.12) -0.02 (0.02) 0.00 (0.00)
Coverage 38.7% 55.3% 89.5% 86.2%

Eating True value 0.50 0.48 0.02 – 0.00
Median (SD) 0.63 (0.08) 0.34 (0.08) 0.02 (0.02) 0.00 (0.01)
Bias (RMSE) 0.13 (0.15) -0.14 (0.16) 0.00 (0.02) 0.00 (0.00)

Coverage 62.9% 56.9% 94.7% 93.3%

Resting True value 0.05 0.94 0.01 0.00 –
Median (SD) 0.09 (0.10) 0.84 (0.15) 0.02 (0.06) 0.01 (0.05)
Bias (RMSE) 0.04 (0.09) -0.10 (0.16) 0.01 (0.03) 0.01 (0.02)

Coverage 93.2% 90.3% 96.9% 51.9%
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Table 5.S11: Simulation results for the mouse-specific parameters associated to the logNormal state duration distribution of Scenario
2. The true value of the parameter (i.e., the values used to simulate the data), average median and standard deviation
(SD) of the posterior distribution, average bias, Root Mean Square error (RMSE), and coverage of the 95% credibility
interval are reported for the 100 data replications.

State

Non- Explorative Shelter Eating Resting

explorative movement exploration

movement

Median duration (s)ú True value 6.0 7.0 13.0 60.0 700.0
Median (SD) 5.0 (0.2) 6.0 (0.3) 8.8 (0.5) 30.5 (3.3) 662.3 (173.2)
Bias (RMSE) -1.0 (1.1) -1.0 (1.1) -4.2 (4.2) -29.5 (29.5) -37.7 (148.5)

Coverage 7.0% 17.4% 0.0% 0.0% 96.2 %

Note:úThe median duration is obtained by exp(mean of the logNomal distribution) and is
provided to ease interpretation.
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5.5.2 Parameter estimation in the HMM, HSMM, and hierarchical
HSMM

Estimating the parameters of an HMM

There are several methods to estimate the parameters of an HMM, and we shortly
discuss three methods below. Note that all these methods assume that the number
of states is known from the context of the application, i.e., specified by the user. The
issue of determining the number of states is discussed in the paragraph "Determining
the number of states" in the main text.

Maximum likelihood (ML) ML estimation can be used to estimate the parameters of
the HMM. The relevant likelihood function has a convenient form:

LT = ”P(o
1

)�P(o
2

)�P(o
3

) . . . �P(oT )1Õ. (5.19)

In equation 5.19 P(ot) denotes a diagonal matrix with the state-dependent condi-
tional probabilities of observing Ot = o as entries, ” denotes the distribution of the
initial probabilities fii, � denotes the transition probability matrix, and 1Õ is a col-
umn vector consisting of m (i.e., the number of distinct states) elements which all
have the value one. Direct maximization of the log-likelihood poses no problems even
for very long sequences, provided measures are taken to avoid numerical underflow3.

Expectation Maximization (EM) or Baum-Welch algorithm The EM algorithm [142],
in this context also known as the Baum-Welch algorithm [64,143], can also be used to
maximize the log-likelihood function. Here, the unobserved latent states are treated
as missing data, and quantities known as the forward and the backward probabilities
are used to obtain the ’complete-data log-likelihood’ of the HMM parameters: the
log-likelihood based on both the observed event sequence and the unobserved, or
"missing", latent states. The forward probabilities –t(i) denote the joint probability
of the observed event sequence from time point 1 to t and state S at time point t
being i:

–t(i) = Pr(O
1

= o
1

, O
2

= o
2

, . . . , Ot = ot, St = i). (5.20)

The name "forward probabilities" derives from the fact that when computing the
forward probabilities –t, one evaluates the sequence of hidden states in the chrono-
logical order (i.e., forward in time) until time point t. The backward probabilities
—t(i) denote the conditional probability of the observed event sequence after time
point t until the end, so from t + 1, t + 2, . . . , T , given that state S at time point t

3In case of a discrete state-dependent distribution, multiplication of the elements of the
likelihood function, being made up of probabilities, results in progressively smaller out-
comes as one proceeds in the function from 1 to T , eventually rounding to zero. To
avoid this phenomenon, referred to as numerical underflow, a so-called scaling factor is
implemented, see e.g., Zucchini and MacDonald [124].
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equals i:

—t(i) = Pr(Ot+1

= ot+1

, Ot+2

= ot+2

, . . . , OT = oT | St = i). (5.21)

When computing the backward probabilities —t, one evaluates the sequence of hidden
states in the reversed order, i.e., from ST , ST ≠1

, . . . , St+1

. The forward and back-
ward probabilities together cover the complete event sequence from t = 1 to T , and
combined give the joint probability of the complete event sequence and state S at
time point t being i:

–t(i)—t(i) = Pr(O
1

= o
1

, O
2

= o
2

, . . . , OT = oT , St = i). (5.22)

We refer to Cappé et al [123] for a discussion on the advantages of combining forward
and backward probability information in the EM algorithm over direct maximization
of the likelihood for the HMM.

Bayesian estimation We follow Scott’s [126] approach to Bayesian estimation. This
utilizes Gibbs sampling to estimate the parameters of a HMM (see the glossary at
the end of this chapter for a short description on the Gibbs sampler). The used
Gibbs sampler incorporates the forward-backward recursions calculating conditional
distributions of the hidden states given observed data and model parameters. In ML
estimation, we view the parameters as fixed entities in the population, which are
subject only to sampling fluctuation (as quantified in the standard error of the esti-
mate). In Bayesian estimation, we assume that each parameter follows a given prior
distribution, which we specify beforehand (hence "prior"). The likelihood function of
the data provides us with the probability of the data given the parameters. Given
this information, we can apply Bayes’ theorem to obtain the posterior distributions
of these parameters. While any aspect of these distributions may be of interest, the
emphasis is usually on the mean (or median), which serves as the parameter of in-
terest (analogous to the ML parameter estimates). The prior distribution expresses
one’s prior expectations concerning the distributions of the parameters (e.g., nor-
mal, exponential). In the event that one has no or vague expectations about the
possible parameter values, one can specify "non-informative" priors (e.g., uniform
distribution). That is, one can choose parameters of the prior distributions, so called
hyper-parameters, such that the parameters may assume a wide range of possible
values. Non-informative priors therefore express a lack of knowledge. We refer to
e.g., [141,144,145] for an in-depth exposition of Bayesian statistics.
In case of the mouse data, both the transitions from state i at time point t to any
of the other states at time point t + 1 and the observed acts within state i follow a
categorical distribution, with parameter sets �i (i.e., the probabilities in row i of the
transition probability matrix �) and ◊i (i.e., the state i dependent probabilities of
observing an act). A convenient (conjugate) prior distribution on the parameters of
the categorical distribution is a (symmetric) Dirichlet distribution (see the glossary
at the end of this chapter for a short description). We assume that the rows of �
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and the state-dependent probabilities ◊i are independent. That is,

St=2,...,T ≥ �St≠1 with �i ≥ Dir(a
10

) and (5.23)
Ot=1,...,T ≥ ◊St with ◊i ≥ Dir(a

20

), (5.24)

where the probability distribution of the current state St is given by the row of the
transition probability matrix � corresponding to the previous state in the hidden
state sequence St≠1

. The probability distribution of St given by � holds for states
after the first time point, i.e., t starts at 2 as there is no previous state in the
hidden state sequence for state S at t = 1. The probability of the first state in
the hidden state sequence S

1

is given by the initial probabilities of the states fii.
The probability distribution of the observed event Ot is given by state-dependent
probabilities ◊i corresponding to the current state St. The hyper-parameter a

10

of
the prior Dirichlet distribution on �i is a vector with length equal to the number of
states m, and the hyper-parameter a

20

of the prior Dirichlet distribution on ◊i is a
vector with length equal to the number of behavioral acts q. Note that the hyper-
parameter values are assumed invariant over the states i. The initial probabilities of
the states fii are assumed to coincide with the stationary distribution of � and are
therefore not independent (to-be-estimated) parameters.
Given these distributions, our goal is to construct the joint posterior distribution of
the hidden state sequence and the parameter estimates, given the observed event
sequence and the hyper-parameters
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by drawing samples from the posterior distribution. By applying the Gibbs sampler
algorithm, we can iteratively sample from the appropriate conditional posterior dis-
tributions of (St), �i and ◊i, given the remaining parameters in the model. In short,
the Gibbs sampler iterates between the following two steps: first the hidden state se-
quence S

1

, S
2

, . . . , ST is sampled, given the observed event sequence O
1

, O
2

, . . . , OT

and the current values of the parameters � and ◊i. Subsequently, the remaining
parameters in the model (�i and ◊i) are sampled conditional on the sampled hidden
state sequence S

1

, S
2

, . . . , ST and observed event sequence O
1

, O
2

, . . . , OT . In Section
C.1.1, we provide a more detailed description of how the Gibbs sampler proceeds for
the HMM.
As it generally takes a number of iterations before the Gibbs sampler converges to
the appropriate region of the posterior distribution, the initial iterations are generally
discarded as a ’burn-in’ period (e.g., here we discarded the first 500 iterations). The
remaining sampled values of �i and ◊i provide the posterior distributions of their
respective parameters.
Sampling the hidden state sequence of the HMM by means of the Gibbs sampler can
be performed in various ways (see e.g., [126]). We use the forward-backward Gibbs
sampler, in which first the forward probabilities –t(i) (i.e., the joint probability of
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state S = i at time point t and the observed event sequence from time point 1 to t) as
given in equation 5.20 are obtained, after which the hidden state sequence is sampled
in a backward run (i.e., drawing ST , ST ≠1

, . . . , S
1

) using the corresponding forward
probabilities –T :1

. The forward-backward Gibbs sampler produces sampled values
that rapidly represent the complete area of the posterior distribution, and produces
useful quantities as byproducts, such as the log-likelihood of the observed data given
the current draws of the parameters in each iteration [126].
A problem that can arise when using Bayesian estimation in this context is "la-
bel switching", i.e., as the hidden states of the HMM have no a priori ordering or
interpretation, their labels (i.e., which state represents what) can switch over the iter-
ations of the Gibbs sampler, without a�ecting the likelihood of the model [126,146].
As a result, the marginal posterior distributions of the parameters are impossible
to interpret because they represent the distribution of multiple states. Sometimes,
using reasonable starting values (i.e., the user-specified parameter values of the "zero-
th" iteration used to start the MCMC sampler) su�ces to prevent label switching.
Otherwise, possible solutions are to set constraints on the parameters of the state-
dependent distribution, or use (weakly) informative priors on the state-dependent
distributions [126]. Hence, before making inferences from the obtained marginal dis-
tributions, one should first assess if the problem of label switching is present (e.g., by
using plots of the sampled parameter values of the state-dependent distributions over
the iterations), and if necessary, take steps to prevent the problem of label switching.
Note that the use of reasonable starting values su�ced to prevent label switching in
all of the data analyses described in this chapter, hence we did not need to take extra
steps to prevent this problem.
Both EM and Bayesian Gibbs sampling are viable inferential procedures for HMMs,
but for more complex HMMs, the Bayesian estimation method has several advan-
tages (e.g., lower computational cost, and less computation time) over the EM algo-
rithm. We refer to [125] for a comparison on frequentist (i.e., the EM algorithm) and
Bayesian approaches.

Estimating the parameters of an HSMM

The forward-backward algorithm presented for the HMM has been extended to ac-
commodate the HSMM by [130]. The parameters of the HSMM can be derived by
maximizing the log-likelihood function by means of the EM algorithm, or by using
Bayesian estimation methods (e.g., using the forward-backward Gibbs sampler). We
limit our discussion to the Bayesian estimation because of its flexibility, which we
require in further developing the model. We use Guedon’s forward-backward algo-
rithm [147], as this algorithm can handle right censoring of the last visited state and
numerical underflow, and is computationally relatively simple.

Forward probabilities In the HSMM, the forward probabilities of the states for each
point in time t are computed conditional on the possible durations d œ {1, 2, . . . , u}
of each of the states, and subsequently marginalized over d. That is, the joint proba-
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bility of observing the sequence of outcomes o for events O
1:t and state S = i lasting

exactly d units of time and ending at time point t, is given by the duration specific
forward probabilities –t(i, d):

–t(i, d) = Pr(O
1:t = o, S

[t≠d+1:t]

= i), (5.26)

where [t-d+1 denotes that at t ≠ d + 1 the system switched from some other state
to state S = i, and t] denotes that at time t state S = i will end and some other
state j will start, where i ”= j. To infer the most likely state S = i at time point
t, unconditional on the duration d of state S = i, the duration specific forward
probabilities –t(i, d) are summed over all possible durations d, yielding the (duration
unspecific) forward probabilities –t(i). The forward probabilities –t(i) denote the
joint probability of observing the sequence of outcomes o for events O

1:t and state
S = i ending at time point t:

–t(i) =
uÿ

d=1

–t(i, d) = Pr(O
1:t = o, St]

= i), (5.27)

where u denotes the maximum state duration.

Backward probabilities In the HSMM, the backward probabilities of the states for each
point in time t are computed conditional on the possible durations d œ {1, 2, . . . , u}
of each of the states, and subsequently marginalized over d. For convenience, we split
the backward probabilities into the components —t(i) and —ú

t (j, d). —t(i) denotes the
backward probabilities, i.e., the conditional probability of observing the sequence of
outcomes o for (future) events Ot+1:T given state S = i ending at time point t:

—t(i) = Pr(Ot+1:T = o | St]

= i) (5.28)

=
ÿ

j

1
“ij

ÿ

d

—ú
t (j, d)

2
, (5.29)

and —ú
t (j, d) denotes the ’next state duration dependent backward probabilities’, i.e.,

the conditional probability of observing the sequence of outcomes o for events after
time point t Ot+1:T given each of the next possible states j, over the possible durations
d œ {1, 2, . . . u}, where state S = j starts at t + 1 and ends at time point t + d:

—ú
t (j, d) = Pr(Ot+1:T = o | S

[t+1:t+d]

= j) (5.30)

= pj(d)
¸ ˚˙ ˝

duration

probability

·
I

t+dŸ

·=t+1

◊[o· =1]

j1

· ◊[o· =2]

j2

· . . . · ◊[o· =q]

jq

J

¸ ˚˙ ˝
likelihood term

· —t+d(j)
¸ ˚˙ ˝
backward

probability

,(5.31)

where [o· = 1] is the Iverson bracket, i.e., denotes the number one if the condition in
square brackets is satisfied and zero otherwise. Note that for the sake of simplicity,
we have excluded the contribution of the survivor function for the state duration of
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the final visited state (given in equation 17 in the main text) in equation 5.31. The
next state duration specific backward probabilities —ú

t (j, d) summed over d, —ú
t (j),

provide the most likely state at the next point in time t + 1 unconditional on d. The
quantities —ú

t (j) and —ú
t (j, d) are used to compute the posterior information needed

to sample the hidden state sequence and the linked durations of the states, see below.
To graphically illustrate the next state duration specific backward probabilities —ú

t (j, d),
we plotted —ú

t (j, d) of the mouse data of Mouse X for state S = j that starts at t + 1
= 1633 + 1 (i.e., state S = j starts just after 27 minutes and 13 seconds), and can
possibly last for d = 1 : 50 seconds in Fig. 5.S1. We can observe that summed
over all possible durations d œ {1, 2, . . . , u} for the di�erent possible states S = j,
the Non-explorative movement state is the most likely state starting just after t =
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Figure 5.S1: Illustration of the next state duration dependent backward probabilities
—ú

t (j, d) and segmentation of the observation sequence. At the top, the
observed behavioral acts of Mouse X for time point t + 1 = 1633 + 1 to
t + 50 = 1633 + 50 is plotted. At the bottom, the next state duration specific
backward probabilities —ú

t (j, d) for the 5 di�erent states S = j are depicted
in colored lines for d = 1, 2, . . . , 50, i.e., what are the (log transformed) prob-
abilities (y-axis) for each of the possible states over the possible durations of
State j, d œ {1, 2, . . . , 50} (x-axis), where state j starts at t + 1 = 1633 + 1,
and we assume a maximum possible duration d of State j of 50 seconds. The
red lines below the observed behavioral acts depict the points in time where
a new behavioral act starts (i.e., switches between observed acts). Note that
the duration specific backward probabilities —ú

t (j, d) are only estimated for
the points in time that coincide with the start of a new behavioral acts, as
explained in the paragraph "Segmenting the observed event sequence". The
imposed median duration times of the behavioral states are indicated by a
dashed vertical line.
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1633. The most likely durations of the Non-explorative movement state starting at
t + 1 = 1633 + 1, as depicted by the dark blue line in Fig. 5.S1, are 6, 8, 9, 10,
13, and 26 seconds. This results from the following. The multiplications over d
related to the probability of states given the observed act at t + d (i.e., the likeli-
hood term in equation 5.31) results in a decreasing probability over the duration d
of states that are not very likely given the observed behavioral acts (i.e., the Eat-
ing and Resting state). Hence, when summing the next state duration dependent
backward probabilities over d, the backward probabilities —ú

t (j) of states that are
unlikely given the observed acts are small compared to the probabilities of the other
(three) states. States that are more likely given the observed event sequence (i.e.,
the Non-explorative movement, Explorative movement, and Shelter-exploration state)
have a probability over the possible durations that is a function of the observed event
sequence and the state duration distribution. That is, each of the states has an in-
crease in probability around the median duration time of that state (indicated by
the dashed vertical line), most clearly observable for the Non-explorative movement
state. For illustrative purposes, we assumed that the Non-explorative movement,
Explorative movement, Shelter-exploration, Eating, and Resting state have a median
state duration of 30, 5, 15, 100 and 1000 seconds, respectively.

Bayesian estimation We follow the method outlined by Johnson and Willsky [148],
which utilizes the backward probabilities to sample the hidden state sequence in a
way similar to the forward-backward Gibbs sampler, as discussed with respect to
fitting the HMM using Bayesian estimation. Fitting the HSMM using Bayesian es-
timation now includes the estimation of the state duration distribution parameters.
Similar to the HMM, the transitions from state i at segment n to any of the other
states at segment n + 1 and the observed acts within state i follow a categorical
distribution, with parameter sets �i (i.e., the probabilities in row i of the transition
probability matrix �) and ◊i (i.e., the state i dependent probabilities of observing
observing Ot+1:t+dn). In the HMM, a Dirichlet prior distribution is placed on the
parameters of the categorical distributions. In the HSMM, this remains unchanged,
with the exception that the prior on the set of probabilities in �i is a Dirichlet distri-
bution with zero mass on the self-transition probabilities, e�ectively fixing “ii = 0.
In addition to �i and ◊i, the state duration parameters are estimated in the HSMM.
As we choose the state duration distributions to be logNormal with parameters µi

and ‡2

i in the mouse data, the conjugate prior distribution on the state duration
parameters is a Normal distribution for µi and an Inverse Gamma distribution for
‡2

i . That is,

Sn=2,...,N ≥ �Sn≠1 with �i ≥ Dir
!
a

10

(1 ≠ ”i)
"
, (5.32)

Ot1
n:t2

n
≥ ◊Sn with ◊i ≥ Dir

!
a

20

"
, (5.33)

dn ≥ lnN(µSn , ‡2

Sn
) with µi ≥ N

!
µ

0i, ·2

0i

"
, (5.34)

and ‡2

i ≥ IG
!
b

0

, c
0

"
,

where t1

n = 1 +
ÿ

n̄<n

dn̄ and t2

n = t1

n + dn ≠ 1.
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Similar to the HMM, the probability distribution of the current state Sn is given by
the row of the transition probability matrix � corresponding to the previous state in
the continuous time hidden state sequence Sn≠1

. The probability distribution of Sn

given by � holds for states after the first segment, i.e., n starts at 2 as there is no
previous state in the hidden state sequence for state S at n = 1. The probability of the
first state in the continuous time hidden state sequence Sn=1

is given by the initial
probabilities of the states fii. The probability distribution of the observed events
Ot1

n:t2
n

is given by state-dependent probabilities ◊i corresponding to the current state
Sn. The probability distribution of dn is given by the logNormal distribution with
mean µi and variance ‡2

i associated to the current state Sn. The hyper-parameter a
10

of the Dirichlet prior distribution on �i is a vector with length equal to the number
of states m, where the indicator 1≠”i sets the ith component of the hyper-parameter
vector a

10

(corresponding to the self-transition probabilities) to zero. The hyper-
parameter a

20

of the Dirichlet prior distribution on ◊i is a vector with length equal
to the number of behavioral acts q. The indices t1

n and t2

n denote the point in time t
that state Sn starts and ends, respectively. The hyper-parameters µ

0i and ·2

0i denote
the mean and variance of the prior normal distribution on the logmean µi of the
logNormal state duration distribution, respectively. The hyper-parameters b

0

and c
0

denote the shape and scale parameter of the prior Inverse Gamma distribution on
the variance ‡2

i of the logNormal state duration distribution, respectively. Note that
the values of the hyper-parameters in the Dirichlet and Inverse Gamma distribution
are assumed invariant over the states i. In addition, the initial probabilities of the
states fii are assumed to be the stationary distribution of �, and are therefore not
independent (to-be-estimated) parameters.
Given these distributions, our goal is to construct the joint posterior distribution of
the hidden state sequence and the parameter estimates, given the observed event
sequence Ot and the hyper-parameters

Pr
!
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by drawing samples from the conditional posterior distributions. That is, by again
following a Gibbs sampler algorithm, we can iteratively sample from the appropriate
conditional posterior distributions of (Sn), (dn), �i, ◊i, µi and ‡2

i , given the remain-
ing parameters in the model. However, instead of sampling the hidden state sequence
by drawing S separately for every point in time t, as the HMM Gibbs sampler does,
we now have to "block" sample each Sn together with an accompanying state duration
time dn (i.e., a state Sn and its duration dn are not independent, so need to be sam-
pled simultaneously and dependently, i.e., block sampling) as described in [149]. As
such, the Gibbs sampler iterates between the following two steps. First, the states in
the continuous time hidden state sequence S

1

, S
2

, . . . , SN are sampled consecutively
one by one together with their linked state durations d

1

, d
2

, . . . , dN , given the ob-
served event sequence O

1

, O
2

, . . . , OT , and the current values of the parameters �i,
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pi, µi, and ‡2

i . The next state in the continuous time hidden state sequence is sam-
pled by utilizing the summed next state duration dependent backward probabilities
—ú

t≠1

(j). The duration of this state is sampled utilizing the next state duration de-
pendent backward probabilities —ú

t≠1

(j, d) given the just sampled state j. When the
complete continuous time hidden state sequence and linked state durations are sam-
pled, new parameter estimates of �i and pi are sampled conditional on the sampled
continuous time hidden state sequence S

1

, S
2

, . . . , SN and observed event sequence
O

1

, O
2

, . . . , OT , and new parameter estimates of µi and ‡2

i are sampled conditional
on the sampled state durations d

1

, d
2

, . . . , dN that each belong to one of the states
i as indicated by the sampled continuous time hidden state sequence S

1

, S
2

, . . . , SN .
In Section C.2.1, we provide a more detailed description of how the Gibbs sampler
proceeds for the HSMM.
As in the HMM, the problem of label switching can arise, and one should first assess
whether the problem of label switching occurred (e.g., by inspection of the plots of
the sampled parameter values of the state-dependent distributions over the itera-
tions), before making inferences from the obtained marginal distributions.
Sampling the hidden state sequence in the fashion described above only requires us
to obtain the backward probabilities of the forward-backward algorithm. However, in
contrast to [149], we run the complete forward-backward recursion in every iteration,
as the forward recursion provides us with the log-likelihood of the observed event
sequence given the inferred hidden state sequence and the model parameters for each
iteration. In addition, the utilized forward recursion uses a normalizing factor Nt to
avoid numerical underflow [147], where

Nt = Pr (Ot = ot | O
1:t = o

1:t)
=

ÿ

i

Pr (St = i, Ot = ot | O
1:t = o

1:t) . (5.36)

In order to avoid numerical underflow in the backward recursion, the same scaling
factor Nt can again be employed to scale the likelihood term of equation 5.31 (see
Guedon [147]). Therefore, we modify equation 5.31 to:

—ú
t (j, d) = pj(d) ·

I
t+dŸ

·=t+1

◊[o· =1]

j1

· ◊[o· =2]

j2

· . . . · ◊[o· =q]

jq

N·

J
· —t+d(j) (5.37)

This adjustment is indispensable as the backward algorithm quickly runs into compu-
tational problems given long sequences (> 500) of observations (e.g., our 4 hr mouse
data comprises 14400 observations). Note that as the obtained duration dependent
backward probabilities —ú

t (j, d) described in equation 5.31 and 5.37 are proportional
to each other, the scaling leaves the relative outcome unchanged.

Segmenting the observed event sequence By assuming that the behavioral
state of a mouse only changes when we observe a change in a behavioral act (and
not during an ongoing act), we can greatly reduce the computational complexity of
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the model. That is, we modify equation 5.37 for the duration dependent backward
probabilities to only consider the possible durations d for state j that coincide with
a switch in behavioral act, denoted by d̃:

—ú
t (j, d̃) = p̃j(d) ·

I
t+dŸ

·=t+1

◊[o· =1]

j1

· ◊[o· =2]

j2

· . . . · ◊[o· =q]

jq

N·

J
· —t+d(j), (5.38)

where p̃j(d) denotes the state duration distribution, restricted to the set of durations
that coincide with a switch in behavioral act. To ensure that p̃j(d) constitutes a
proper distribution (i.e.,

qu
d=1

p̃j(d) = 1), given that duration probabilities that do
not coincide with a switch in behavioral act are set to zero, p̃j(d) is re-normalized.
Now, the summed duration dependent backward probabilities —ú

t (j) only constitute
duration dependent backward probabilities with durations d̃. Importantly, the du-
ration dependent forward probabilities –t(i, d) in the forward recursion are also re-
stricted to duration times that coincide with a switch in behavioral act, and pi(d) is
replaced by p̃i(d).
An added advantage of this adjustment in Bayesian HSMM estimation comes from
the fact that in drawing the durations of the sampled hidden states in the Gibbs sam-
pler, the drawn durations are also restricted to the set of durations that coincide with
a change in behavioral act. This avoids sampled state duration that are inconsistent
with the duration of the observed behavioral act. For example, if a mouse is in its
shelter for 30 minutes, the sampled duration of the Resting state could theoretically
be 20 minutes, if it is not restricted such that the duration of a state needs to coincide
with a switch in behavioral act. When a too short duration is sampled, the state
sequence is forced to switch to a di�erent state, while the mouse is actually still in its
shelter. Thus, the restriction that a switch in states can only appear when the acts
switch has the additional advantage that the block sampled durations of the states
are never too short, which would coerce a switch to another state in the middle of
an ongoing observed act.

Fitting the hierarchical HSMM using Bayesian estimation

Bayesian estimation is particularly suited to hierarchical models. In the hierarchical
model, we have a multi-layered structure in the parameters: individual level pa-
rameters at the first level pertaining to the observations within an individual, and
population level parameters at the second level that describe the variation in the
individual level parameters in the population as inferred from the sample. To illus-
trate the hierarchical model, suppose that we have K mice for which we have each
H observations on their number of visits to the feeding station per day y, i.e., mouse
k œ {1, 2, . . . , K} and observation h œ {1, 2, . . . , H}. Hence, at the first level, we
have daily observations on the number of feeding station visits within mice: y

11

, y
12

,
. . ., y

1H , y
21

, y
22

, . . ., y
2H , yK1

, yK2

, . . ., yKH . Using a hierarchical model, the
observations of each mouse are distributed according to the same distribution Q, but
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each mouse has its own parameter set ◊k. That is:

ykh ≥ Q(◊k). (5.39)

In addition, the mouse-specific parameter sets ◊k are realizations of a common pop-
ulation level distribution W with parameter set �:

◊k ≥ W (�). (5.40)

That is, in the hierarchical model, the individual level model parameters that pertain
to the observations within a mouse are assumed to be random draws from a given
distribution, and, as such, are denoted as "random", independent of the used estima-
tion method (i.e., Bayesian or classical frequentist estimation). This multi-layered
structure fits naturally into a Bayesian paradigm since in Bayesian estimation, model
parameters are by definition viewed as random, i.e., to follow a given distribution,
where the prior distribution expresses the prior expectations with respect to the most
likely values of the model parameters. In the hierarchical model, the prior expecta-
tions of the individual level model parameter values are reflected in the population
level distribution. Hence, using Bayesian estimation, the population level distribu-
tion is given by the prior distribution of the individual level model parameters. The
population level prior distribution provides information on the location (e.g., mean)
of the individual level (i.e., mouse-specific) parameters, and on the variation in the
individual level parameters. As the Normal distribution is a flexible distribution
with parameters that easily relate to this interpretation, the population level prior
distribution is often taken to be a normal distribution.
To illustrate the notion of the population level prior distribution, suppose we as-
sume a Poisson distribution for the observations on daily number of feeding station
visits within each mouse k, and a Normal population level prior distribution on the
Poisson mean. In this case, the set of hyper-parameters (i.e., the parameters of the
population level prior distribution, here the mean (�µ) and variance (�‡2) of the
Normal prior distribution) on the Poisson mean denote the population mean number
of feeding station visits per day over mice, and the variation in the mean number of
feeding station visits per day between mice.
Finally, in fitting the hierarchical model using Bayesian estimation, a prior distri-
bution is placed on each of these hyper-parameters. Prior distributions on hyper-
parameters are referred to as hyper-priors and allow the hyper-parameters to have
a distribution instead of being fixed as in the non-hierarchical model. That is, as
the parameters that characterize the population level prior distribution (i.e., the
hyper-parameters) are now also quantities of interest (i.e., to-be-estimated), they are
viewed as random in Bayesian estimation methods. The randomness in the hyper-
parameters is thus specific to the Bayesian estimation method of the hierarchical
model, in contrast to the randomness in the individual level parameters.
To continue our example, the hyper-prior on the mean of the Normal prior distribu-
tion for the mouse level mean of daily number of visits to the feeding station denote
our prior belief on the mean number of visits to the feeding station in the population.
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The hyper-prior on the variance of the Normal prior distribution for the mouse level
mean of daily number of visits to the feeding station denote our prior belief on how
much this mean number of visits to the feeding station varies over mice. Often, the
hyper-prior distribution and its values are chosen to be vague (i.e., not informative),
like a uniform distribution:

�µ ≥ U(0, 100), (5.41)
�‡2 ≥ U(0, 500).

See e.g., [141, 144, 145] for an in-depth exposition of various hierarchical Bayesian
models and e.g. [77,79,85] for coverage of the classical, frequentist approach to hier-
archical (also called random e�ects, or multilevel) models.

Table 5.S12: Elements of the hierarchical HSMM

Symbol Description
k Mouse k œ {1, 2, . . . , K}, where K is the total number of mice in

the mouse dataset
t Time point t œ {1, 2, . . . , T}, where T is the total length of each

sequence of observations, and T is assumed equal over mice
n Segment number n œ {1, 2, . . . , Nk} of the continuous time hid-

den state sequence (i.e., only counting when the state in the hid-
den state sequence changes), where segment n takes place from
(
q

n̄<n dn̄)+1 to (
q

n̄<n dn̄)+dn +1, and Nk is the total number
of segments for mouse k

q Number of distinct observation categories (i.e., acts)
m Number of distinct states

Sk,t State for mouse k at time point t for S œ {1, 2, . . . , m}
Sk,n Continuous time state for mouse k for segment n for S œ

{1, 2, . . . , m}
i Realization of the current state St or Sn, where i œ {1, 2, . . . , m}
�k = [“k,ij ] Mouse-specific transition probability matrix between states with

the probabilities “k,ij of transitioning from state Sk,n = i to state
Sk,n+1

= j, where i ”= j
Êk,i mouse k state i specific batch of m ≠ 2 random intercepts that

model the transitions from state i to the next state j, where i ”= j
Ê̄i, �i State i specific population mean vector over, and covariance be-

tween, the mouse k batches of the m ≠ 2 random intercepts Êk,i,
respectively

Ê
0

, K
0

Values of the parameters of the hyper-prior on the population
mean vector Ê̄i

�
0

, df
0

Values of the parameters of the hyper-prior on the population
covariance �i
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Table 5.S12: Elements of the hierarchical HSMM (continued)

Ok,t Observed event for mouse k at time point t for O œ {1, 2, . . . q}
l Realization of current event Ok,t, where l œ {1, 2, . . . , q}
◊k,i = [◊k,il] Mouse-specific state i categorical conditional distribution, with

the probabilities pk,il of observing the behavioral act Ok,t = l in
state Sk,t = i

‹k,i Mouse k state i specific batch of q ≠ 1 random intercepts that
model the probability of a behavioral act within state i

‹̄i, �i State i specific population mean vector over, and covariance be-
tween, the mouse k batches of the q ≠ 1 random intercepts ‹k,i,
respectively

‹
0

, K
0

Values of the parameters of the hyper-prior on the population
mean vector ‹̄i

�
0

, df
0

Values of the parameters of the hyper-prior on the population
covariance �i

d Duration of the continuous time hidden state sequence, with d œ
{1, 2, . . . , u}, where u is the maximum state duration

dn Realization of the duration for segment n
µk,i, ‡2

i Mouse k state i specific logmean and state i specific variance of the
logNormal distributed state durations. The median state duration
equals exp(µk,i)

µ̄i, ·2

i State i specific population mean over, and variance in, the mouse
k state i specific logNormal mean state durations µk,i

µ
0i, Î2

0i Values of the parameters of the Normal hyper-prior on the popu-
lation logmean state duration µ̄i

b
0

, c
0

Values of the parameters of the Inverse Gamma prior on the vari-
ance in the state durations ‡2

i

g
0

, h
0

Values of the parameters of the Inverse Gamma hyper-prior on
the variance in the mouse-specific logmean state durations ·2

i

The present mouse data comprises Okt observations for mouse k = 1, 2, . . . , K and
time point t = 1, 2, . . . , T . Given these observations, we construct a hierarchical
model for each of the parameters in the HSMM with q observable behavioral acts,
and m hidden states. That is, each parameter is assumed to follow a given dis-
tribution, and the parameter value of a given mouse represents a draw from this
common (i.e., population level) distribution. Hence, in the hierarchical Bayesian
HSMM, the parameters are: the mouse-specific transition probability matrix �k

with transition probabilities “k,ij (and zero-diagonal, i.e., no self-transitions), the
mouse-specific state-dependent probability distribution denoting mouse-specific the
probabilities ◊k,i of behavioral acts within behavioral state i, and the mouse-specific
median state durations exp(µk,i). We assume the variance of the state durations ‡2

i
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to be equal over mice, see below. The initial probabilities of the states fik,j are not
estimated as fik is assumed to be the stationary distribution of �k. Subsequently, the
parameter values of the mice are assumed to be realizations of a model component
and state specific (multivariate) Normal distribution. We discuss the hierarchical
model for the three components of the HSMM (�k, ◊k,i, and exp(µk,i)) separately.
Table 5.S12 provides an overview of the used symbols in the hierarchical models re-
lated to the three components of the HSMM. We use the subscript 0 to denote values
of the hyper-prior distribution parameters.

Hierarchical model for the state-dependent probabilities ◊
k,i

In the stan-
dard (non-hierarchical) Bayesian HSMM estimation, we specified a Dirichlet prior
distribution on the state-dependent probabilities ◊i. To provide a flexible model that
allows for the inclusion of random e�ects, and for future inclusion of covariates, we
follow Altman [133] and extend the mouse-specific state-dependent probabilities ◊k,i

to a multinomial logit (MNL) model. Hence, we utilize a linear predictor function to
estimate the probability of observing behavioral act l within behavioral state i. As we
do not incorporate any covariates in the model as yet, the state i specific linear predic-
tor function consists of q≠1 intercepts. That is, each behavioral act l has its own inter-
cept, with the exception of the first behavioral act in the set for which the intercept is
omitted for reasons of model identification (i.e., not all probabilities can be estimated
freely as within mouse k and state i the probabilities need to add up to 1). By making
the intercepts random (i.e., each mouse has its own intercept), we accommodate het-
erogeneity between mice in their state conditional probabilities. Hence, in the MNL
model for ◊k,i, mouse k’s probabilities of observing behavioral act l œ {1, 2, . . . , q}
within a state i œ {1, 2, . . . , m}, ◊k,il, are modeled using m batches of q ≠ 1 ran-
dom intercepts, ‹k,i = (‹k,12

, ‹k,13

, . . . , ‹k,1q, ‹k,22

, ‹k,23

, . . . , ‹k,2q, . . . , ‹k,m2

, ‹k,m3

,
. . . , ‹k,mq). That is,

◊k,il = exp(‹k,il)
1 +

qq
¯l=2

exp(‹k,i¯l)
, (5.42)

where K, m, and q are the number of mice, states, and acts, respectively. The nu-
merator is set equal to one for l = 1, making the first behavioral act in the set the
baseline category in every state.
Each batch of random intercepts ‹k,i (i.e., the batch of q ≠ 1 intercepts for the
state i conditional probabilities of a behavioral act for mouse k) come from a state
i specific population level multivariate Normal distribution, with mean vector ‹̄i

that has length q ≠ 1, and covariance �i that denotes the covariance between the
q ≠ 1 state i specific intercepts over mice and models the dependence of the prob-
abilities of acts within state i (i.e., we specify a state specific multivariate Normal
prior distribution on the mouse-specific ‹k,i parameters). A convenient hyper-prior
on the hyper-parameters of the population level prior distribution is a multivariate
Normal distribution for the mean vector ‹̄i and an Inverse Wishart distribution for
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the covariance �i (see e.g., [141]). That is,

Ok,t1
k,n

:t2
k,n

≥ ◊k,Sk,n with ◊k,i ≥ MNL
!
‹k,i

"
, (5.43)

‹k,i ≥ N
!
‹̄i, �i

"
with ‹̄i ≥ N

!
‹

0

, 1

K0
�i

"
, (5.44)

and �i ≥ IW
!
�

0

, df
0

"
,

where t1

k,n = 1 +
ÿ

n̄<n

dk,n̄ and t2

k,n = t1

k,n + dk,n ≠ 1,

where the probability distribution of the observed events Ok,t1
k,n

:t2
k,n

is given by the
mouse k specific state-dependent probabilities ◊k,i corresponding to the current state
Sk,n (where n indicates the segment number, see Table 5.S12). The indices t1

k,n and
t2

k,n denote the points in time t at which state Sk,n starts and ends, respectively,
in mouse k. The parameters ‹

0

and K
0

denote the values of the parameters of the
hyper-prior on the population mean vector ‹̄i, where ‹

0

represents a vector of means
and K

0

denotes the number of observations (i.e., the number of hypothetical prior
mice) on which the prior mean vector ‹

0

is based, i.e., K
0

determines the weight of
the prior on ‹̄i. The parameters �

0

and df
0

, respectively, denote the values of the
covariance and the degrees of freedom of the hyper-prior Inverse Wishart distribution
on the population variance �i of the mouse-specific random intercepts ‹k,i. Note that
we chose the values of the parameters of the hyper-prior distributions that result in
uninformative hyper-prior distributions, as such the values of the parameters of the
hyper-priors are assumed invariant over the states i.

Hierarchical model for the transition probability matrix �k with transition
probabilities “k,ij Similar to the state-dependent probabilities ◊k,i, we extend
each set of state i specific state transition probabilities “k,ij to a MNL model, to use
a linear predictor function to estimate the probability to transition from behavioral
state i to state j (i ”= j). The linear predictor function consists of m ≠ 2 random
intercepts to allow for heterogeneity between mice in their probabilities to switch
between states. That is, within row i of the transition probability matrix �k, each
state j has its own intercept, where the intercept that relates to self-transitioning “ii

is omitted, as well as the intercept for transitioning to the first "true state" in the
set (i.e., not counting the omitted self-transitions) for reasons of model identification
(i.e., not all probabilities can be estimated freely as the row-probabilities need to
add up to 1). Hence, each mouse’s probability to transition from behavioral state
i œ {1, 2, . . . , m} to state j œ {1, 2, . . . , m, i ”= j} is modeled using m batches of
m ≠ 2 random intercepts, Êk,i = (Êk,13

, . . . , Êk,1m, Êk,23

, . . . , Êk,2m, . . . , Êk,m2

, . . . ,
Êk,m(m≠1)

). That is,

“k,ij = exp(Êk,ij)
1 +

q
¯jœZ exp(Êk,i¯j) , i ”= j with “ii = 0, (5.45)

where Z œ {1, 2, . . . , m, Z ”= i and Z ”= 2 if i = 1, otherwise Z ”= 1 }
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where K and m are again the number of mice in the behavioral data set, and the
distinct number of states, respectively. The numerator is set equal to 1 for j = 2
if i = 1, and for j = 1 otherwise, making the first behavioral state (not counting
self-transitions) of every row of the transition probability matrix �k the baseline cat-
egory.
Each batch of random intercepts Êk,i comes from a common population level mul-
tivariate Normal distribution with mean vector Ê̄i and covariance �i that denotes
the covariance between the m ≠ 2 intercepts over mice and models the dependency
between the probabilities of states within random intercept batch Êk,i (i.e., we spec-
ify a state specific multivariate Normal prior distribution on the mouse-specific Êk,i

parameters). A convenient hyper-prior on the hyper-parameters of the population
level prior distribution is a multivariate Normal distribution for the mean vector Ê̄i

and an Inverse Wishart distribution for the covariance �i. That is,

Sk,n=2,...,N ≥ �k,Sk,n≠1 with �k,i ≥ MNL
!
Êk,i

"
, (5.46)

Êk,i ≥ N
!
Ê̄i, �i

"
with Ê̄i ≥ N

!
Ê

0

, 1

K0
�i

"
, (5.47)

and �i ≥ IW
!
�

0

, df
0

"
,

where the mouse-specific probability distribution of the current state Sk,n is given by
the row of the transition probability matrix �k corresponding to the previous state
in the hidden state sequence Sk,n≠1

. The probability distribution of Sk,n given by �k

holds for states after the first segment, i.e., n starts at 2 as there is no previous state
in the hidden state sequence for state Sk,n at n = 1. The probability of the first state
in the hidden state sequence Sk,1 is given by the initial probabilities of the states fik,j .
The parameters Ê

0

and K
0

denote the values of the parameters of the hyper-prior
on the population mean vector Ê̄i, where Ê

0

represent a vector of means and K
0

denotes the number of observations (i.e., the number of hypothetical prior mice) on
which the prior mean vector Ê

0

is based. The parameters �
0

and df
0

, respectively,
denote values of the covariance and the degrees of freedom of the hyper-prior Inverse
Wishart distribution on the population variance �i of the mouse-specific random
intercepts Êk,i. Again, note that we chose the values of the parameters of the hyper-
prior distributions that result in uninformative hyper-prior distributions, as such the
values of the parameters of the hyper-priors are assumed invariant over the states
i.

Hierarchical model for the median state durations exp(µk,i) In the standard
(non-hierarchical) Bayesian HSMM estimation, we specified a Normal prior distribu-
tion on the logmean µi and an Inverse Gamma prior distribution on the variance ‡2

i

of the logNormal distribution of the duration of state i. We now chose to only impose
a hierarchical model on the logmean µi of the logNormal state duration, i.e., allow
for heterogeneity between mice in the median duration of a state (i.e., obtained by
exp(µi)), and for reasons of parsimony assume the variance of the state durations to
be equal over mice. Note, however, that in a multi-group setting, the variance of the
state durations is allowed to di�er between groups.
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We specify a state specific Normal population level distribution on the mouse-specific
parameters µk,i of the logNormal state duration distribution, similar to the normal
prior on the logmean state duration µi in the non-hierarchical Bayesian HSMM es-
timation. The hyper-parameters of the Normal prior distribution are now also of
interest, where µ̄i denotes the mean logmean value in the population (and exp(µ̄i)
denotes the mean median duration in the population), and ·2

i denotes the variation
in the logmean value between mice. Hence, we specified a Normal hyper-prior distri-
bution on the hyper-parameter µ̄i, and an Inverse Gamma hyper-prior distribution
on ·2

i . As the variance ‡2

i of the logNormal distribution of the duration of state i (i.e.,
the variance between durations dk,n related to state i) is assumed equal over mice,
an Inverse Gamma prior distribution is specified on ‡2

i of which the hyper-parameter
values are fixed (i.e., no hyper-prior is specified). That is,

dk,n ≥ lnN
!
µk,Sk,n , ‡2

Sk,n

"
with ‡2

i ≥ IG
!
b

0

, c
0

"
, (5.48)

µk,i ≥ N
!
µ̄i, ·2

i

"
with µ̄i ≥ N

!
µ

0i, Î2

0i

"
, (5.49)

and ·2

i ≥ IG
!
g

0

, h
0

"
,

where the subscripts k and i denote mouse k and state i, respectively. The mouse-
specific probability distribution for dk,n is given by the logNormal distribution with
logmean µk,i and variance ‡2

i associated to the current state Sk,n. The hyper-
parameters b

0

and c
0

denote the shape and scale values of the parameters of the
Inverse Gamma prior on the variance in the state durations ‡2

i , respectively. The pa-
rameters µ

0i and Î2

0i denote the mean and variance values of the Normal hyper-prior
on the population mean state duration µ̄i, and the parameters g

0

and h
0

denote the
shape and scale values of the Inverse Gamma hyper-prior distribution on the varia-
tion in the logmean value between mice ·2

i , respectively. We chose the values of the
Inverse Wishart parameters such that the Inverse Wishart distribution is uninforma-
tive, as such the values of the Inverse Wishart parameters are assumed invariant over
states i.

Hybrid Metropolis within Gibbs sampler Given the above distributions, our
goal is to construct the joint posterior distribution of the parameters - i.e., the mouse-
specific hidden state sequences, the individual level (i.e., mouse-specific) parameters
and the population level parameter estimates - given the observations (i.e., the ob-
served event sequences for all k mice that are analyzed simultaneously as one group
and the hyper-prior parameter values)

Pr
!
Sk,[t+1:t+dk,n]

, dk,n, �k,i, Êk,i, Ê̄i, �i, ◊k,i, ‹k,i, ‹̄i, �i, µk,i, ‡2

i , µ̄i, ·2

i | Ok,[t+1:t+dk,n]

"

Ã Pr
!
Ok,[t+1:t+dk,n]

| Sk,[t+1:t+dk,n]

, ◊k,i

"
Pr

!
Sk,n | �k,i

"
Pr

!
◊i | ‹k,i

"
Pr

!
�i | Êk,i

"

Pr
!
dk,n | µi, ‡2

i

"
Pr

!
‹k,i | ‹̄i, �i

"
Pr

!
Êk,i | Ê̄i, �i

"
Pr

!
µi | µ̄i, ·i

"

Pr
!
‹̄i | ‹

0

, K
0

, �i

"
Pr

!
�i | �

0

, df
0

"
Pr

!
Ê̄i | Ê

0

, K
0

, �i

"
Pr

!
�i | �

0

, df
0

"

Pr
!
µi | µ

0i, Î2

0i

"
Pr

!
·

0i | g
0

, h
0

"
Pr

!
‡2

i | b
0

, c
0

"
(5.50)
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by drawing samples from the posterior distribution. We follow a MCMC sampler
algorithm to iteratively sample from the appropriate conditional posterior distribu-
tions of ‹k,i, Êk,i, µk,i, ‡2

i , ‹̄i, �i, Ê̄i, �i, µ̄i, and ·2

i given the remaining parameters
in the model (see below). The conditional posterior distributions of all parameters
are provided in Section C.3.3.
In Bayesian estimation, it is preferable to use the natural conjugate prior as prior
distribution, as this conveniently results in a closed form expression of the (condi-
tional) posterior distribution(s), making Gibbs sampling possible. However, because
the non-conjugate Normal prior provides a much more intuitive interpretation of the
prior population level distribution compared to using the natural conjugate prior of
the MNL model, and because the asymptotic Normal approximation is excellent for
the MNL likelihood [145], we opt for the former and do not use the conjugate prior of
the MNL model. Therefore, we cannot use a Gibbs sampler to update the parameters
of the mouse-specific state-dependent distributions and the mouse-specific transition
probabilities, ‹k,i and Êk,i, respectively. Instead, we use a combination of the Gibbs
sampler and Metropolis algorithm, i.e., a Hybrid Metropolis within Gibbs sampler.
That is, we use a Metropolis sampler to update ‹k,i and Êk,i, and we use a Gibbs
sampler to update all other model parameters (see the glossary at the end of this
chapter for a short description on the Metropolis algorithm). There are various types
of Metropolis algorithms, and each type involves specific choices. As our simulation
studies showed that, in line with [145], the Random Walk (RW) Metropolis sampler
outperformed the Independence Metropolis sampler in terms of e�ciency, we chose
to use the RW Metropolis sampler to update the parameters of the mouse-specific
state-dependent distributions (‹k,i) and mouse-specific state transition probabilities
(Êk,i) in our Hybrid Metropolis within Gibbs sampler.
The Hybrid Metropolis within Gibbs sampler for the hierarchical HSMM proceeds in
a similar fashion as the Gibbs sampler for the HSMM: first the hidden state sequences
are "block" sampled with the durations for each mouse separately, after which the in-
dividual level and population level parameters are sampled given the observed event
sequence for each mouse (Ok,t), the sampled hidden state sequences of each mouse
(Sk,n), the sampled mouse-specific state durations (dk,n) and the current values of
the remaining parameters in the model. We refer to Section C.3.1 for a short de-
scription of how the Hybrid Metropolis within Gibbs sampler proceeds in our mouse
data.

5.5.3 MCMC algorithms used to fit the HMM, HSMM, and
hierarchical HSMM plus related material

In this supplemental section we describe the Gibbs samplers used to fit the HMM
and HSMM, and the Hybrid Metropolis within Gibbs sampler used to fit the hier-
archical HSMM. We also provide a description of the forward probabilities in the
context of the HSMM, explain the scaling used in the proposal distribution of the
Metropolis sampler used in the hybrid Metropolis within Gibbs sampler, and give the
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full conditional posterior distributions used in the Gibbs sampler of the hierarchical
HSMM.

HMM

Gibbs sampler used to fit the HMM The Gibbs sampler used to fit the HMM
proceeds as described below. We use the subscript c to denote the current (i.e.,
updated using a combination of the value of the prior and the data) parameters of
the conditional posterior distributions.

• Given the observed event sequence O
1

, O
2

, . . . , OT and the current values of
the parameters � and ◊i, a hidden state sequence S

1

, S
2

, . . . , ST is sampled.

• Conditional on the sampled hidden state sequence S
1

, S
2

, . . . , ST and observed
event sequence O

1

, O
2

, . . . , OT , new parameter estimates of �i and ◊i are
drawn from the conditional posterior distributions Pr(�i | ) and Pr(◊i | ).
Specifically, the ith row of the transition probability matrix � is drawn from its
conditional posterior distribution Pr(�i | ) ≥ Dir(a

1ci), where a
1ci represents

a combination of the chosen prior values of a
10

and the number of transitions
from state i to a next state in the sampled hidden state sequence. The vector
of probabilities of observing an act within state i ◊i is drawn from its con-
ditional posterior distribution Pr(◊i | ) ≥ Dir(a

2ci), where a
2ci represents a

combination of the chosen prior values of a
20

and the number of observations
of each behavioral act within state i. We refer to [141] for details on updating
the parameters of the Dirichlet distribution.

These steps are repeated many times, and, after the results of the burn-in period are
discarded, the sampled parameter estimates provide the empirical posterior distribu-
tion of the model parameters.

HSMM

Gibbs sampler used to fit the HSMM The Gibbs sampler used to fit the
HSMM proceeds as described below. We use the subscript c to denote the current
(i.e., updated using a combination of the value of the prior and the data) parameters
of the conditional posterior distributions.

• Given the observed event sequence O
1

, O
2

, . . . , OT and the current values
of the parameters �i, ◊i, µi and ‡2

i , the continuous time hidden state se-
quence S

1

, S
2

, . . . , SN is sampled together with the linked state durations
d

1

, d
2

, . . . , dN . To simultaneously draw the state sequence with the corre-
sponding state durations , we successively "block" sample each state of the
continuous time hidden state sequence with its accompanying state duration
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as described in [149]. We start by drawing the first state of the continuous
time hidden state sequence S

1

from S œ {1, 2, . . . , m} using:

Pr(S
1

= j | O
1:T ) Ã Pr(S

1

= j) Pr(O
1:T | S

1

= j)
= fij —ú

0

(j), (5.51)

as fij denotes the probability of the initial state, and —ú
t (j) denotes the con-

ditional probability that given the next state in the hidden state sequence
St+1

= j, the future sequence of observed events t + 1 to T equals outcomes
o for events Ot+1:T . Note that we have suppressed notation of conditioning
on the model parameters, and that we assume that the start of the observed
event sequence coincides with the start of a new hidden state. After the first
state is drawn, we draw the duration time d

1

of S
1

= S̄
1

using the next state
duration specific backward probabilities —ú

0

(S̄
1

, d). The probabilities —ú
0

(S̄
1

, d)
are normalized by dividing them by —ú

0

(S̄
1

).
Next, the second hidden state S

2

is drawn from S œ {1, 2, . . . , m, S ”= S̄
1

}
using:

Pr(S
2

= j | S
1

, Ot1
2:T ) Ã Pr(S

2

= j | S
1

= S̄
1

) Pr(Ot1
2:T | S

2

= j)
= “

¯S1j —ú
t1

2≠1

(j) (5.52)

where t1

2

denotes the point in time t that state S
2

starts. Subsequently, the
duration time d

2

of the second state S
2

is drawn using —ú
t1

2≠1

(S̄
2

, d)/—ú
t1

2≠1

(S̄
2

),
and so we walk through the continuous time hidden state sequence, sampling
all remaining states S

3

, S
4

, . . . , SN with corresponding durations d
3

, d
4

, . . . , dN ,
replacing S

2

by Sn, S
1

by Sn≠1

, S̄
1

by S̄n≠1

, and t1

2

by t1

n.

• Conditional on the sampled continuous time hidden state sequence S
1

, S
2

, . . . , SN

and observed event sequence O
1

, O
2

, . . . , OT , new parameter estimates of �i

and ◊i are drawn from their conditional posterior distributions Pr(�i | ) and
Pr(◊i | ).
Specifically, the ith row of the transition probability matrix � and the vector of
probabilities of observing an act within state S = i ◊i are drawn from their con-
ditional posterior distributions Pr(�i | ) ≥ Dir(a

1ci) and Pr(◊i | ) ≥ Dir(a
2ci),

respectively, similar as described for the Gibbs sampling for the HMM.

• Conditional on the sampled state durations d
1

, d
2

, . . . , dN that each belong to
one of the states i as indicated by the sampled continuous time hidden state
sequence S

1

, S
2

, . . . , SN , new parameter estimates of µi and ‡2

i are drawn from
their conditional posterior distributions Pr(µi | ) and Pr(‡2

i | ). Specifically,
each state’s specific logmean µi is drawn from Pr(µi | ) ≥ N(µci, ·2

ci), where
µci represents a combination of the chosen prior value of µ

0i and the observed
logmean value of the sampled log transformed durations dn for state i, and ·2

ci

represents a combination of the prior chosen value of ·2

0i and the variance in
the sampled log transformed durations dn for state i. Each state i’s specific
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variance ‡2

i is drawn from Pr(‡2

i | ) ≥ IG(bci, cci), where bci represents a
combination of the prior chosen value of b

0

and the number of observations for
the duration of state i, and cci represents a combination of the prior chosen
value of c

0

and the sum of squares of the logmean µi minus the log transformed
durations for state i. We refer to [141] for details on updating the parameters
of a Normal and Inverse Gamma distribution.

These steps are repeated many times, and, after the results of the "burn-in" period
are discarded, the sampled parameter estimates provide the empirical posterior dis-
tribution of the model parameters.

Hierarchical HSMM

Hybrid Metropolis within Gibbs sampler used to fit the Hierarchical HSMM
The Hybrid Metropolis within Gibbs sampler used to fit the hierarchical HSMM
proceeds as described below. We use the subscript c to denote the current (i.e.,
updated using a combination of the value of the hyper-prior and the data) parameters
of the conditional posterior distributions.

• The hidden state sequences are "block" sampled together with the linked state
durations for each mouse separately as described for the non-hierarchical HSMM,
utilizing the next state duration specific backward probabilities —ú

t (j, d̃) of the
segmented observation sequence and the summation over these, —ú

t (j). Here,
—ú

t (j, d̃) is obtained using the forward-backward recursion of each mouse sepa-
rately. Note that for each mouse k œ {1, 2, . . . , K} the mouse-specific parame-
ters (i.e., �k,i, ◊k,i, µk,i, and ‡2

i ) are used as input for the forward-backward
recursions.

• Given the mouse-specific sets of intercepts ‹k,i and Êk,i related to the mouse-
specific state-dependent probabilities ◊k,i and the mouse-specific state transi-
tion probability matrix �k, respectively, new parameter estimates are drawn
for the population mean and covariance of the mouse-specific sets of intercepts
‹k,i and Êk,i from their conditional posterior distributions Pr(‹̄i | ), Pr(�i | ),
Pr(Ê̄i | ), and Pr(�i | ), respectively.
That is, first the state i specific population variance-covariance matrices �i

and �i (i.e., the covariance between intercepts for the state i and mouse k
specific intercept vector ‹k,i or Êk,i) are drawn from Pr(�i | ) ≥ IW(�ci, dfc)
and Pr(�i | ) ≥ IW(�ci, dfc), where �ci and �ci represent a combination of
the chosen prior values �

0

and �
0

and the state i specific covariance observed
over mice in ‹k,i and Êk,i, respectively, and dfc represent a combination of the
chosen prior value df

0

and the number of mice in the analyzed mouse dataset.
See [141] for details on updating the parameters of an Inverse Wishart distri-
bution.
Next, the state i specific mean population estimates ‹̄i and Ê̄i are drawn from
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Pr(‹̄i | ) ≥ N(‹ci,
1

Kc
�i) and Pr(Ê̄i | ) ≥ N(Êci,

1

Kc
�i), where ‹ci and Êci

represent a combination of the chosen prior values ‹
0

and Ê
0

and the observed
state i specific mean vector over mice of the sets of intercepts ‹k,i and Êk,i,
and Kc represents a combination of the prior value K

0

and the number of mice
in the analyzed dataset.

• Given the observed event sequence for each mouse (Ok,t), the sampled hid-
den state sequences of each mouse (Sk,n), the population distributions for the
mouse-specific sets of intercepts ‹k,i and Êk,i parameterized by ‹̄i and �i, and
Ê̄i and �i, respectively, new estimates of the mouse-specific sets of intercepts
‹k,i and Êk,i are drawn from their posterior conditional distribution Pr(‹k,i | )
and Pr(Êk,i | ) using a Randon Walk (RW) Metropolis sampler.
That is, to draw new estimates for ‹k,i, first a candidate vector ‹k,i[candidate]

is sampled from a proposal distribution, which we chose to be an asymptotic
normal approximation to the conditional posterior distribution (see below).
In the RW Metropolis sampler, the vector of means of the proposal distribu-
tion is equal to the current estimate of ‹k,i, and the scale of the distribution
(i.e., here the covariance) has to be specified by the user. To define the scale of
the proposal distribution, we followed the method outlined by Rossi et al [145],
which is described below. In summary, we use a mouse-specific scale parameter
�‹k,i, which is a combination between the prior covariance (i.e., the popula-
tion covariance �i), a covariance matrix that captures the distribution of the
data of the individual mouse (i.e., for ‹k,i, this is the covariance in the ob-
served acts within state i for mouse k), and a scalar s2. Next, the candidate
‹k,i[candidate]

drawn from the proposal distribution N(‹k,i, �‹k,i) is accepted
with the probability min(1, fl‹), where fl‹ is the ratio between the posterior
conditional distribution evaluated at the candidate value and the posterior
conditional distribution evaluated at the current value:

fl‹ =
L

!
‹k,i[candidate]

| Ok,t, Sk,t = i
"

Pr
!
‹k,i[candidate]

| ‹̄i, �i

"

L
!
‹k,i[current]

| Ok,t, Sk,t = i
"

Pr
!
‹k,i[current]

| ‹̄i, �i

" . (5.53)

If the candidate ‹k,i[candidate]

is accepted, the candidate represents the new es-
timate for ‹k,i. If the candidate is not accepted, the estimate for ‹k,i remains
unchanged.
The new estimates for Êk,i are drawn in a similar fashion: a candidate vec-
tor Êk,i[candidate]

is drawn from the proposal distribution N(Êk,i, �Êk,i), and
accepted with the probability min(1, flÊ):

flÊ =
L

!
Êk,i[candidate]

| Sk,n, Sk,n≠1

= i
"

Pr
!
Êk,i[candidate]

| Ê̄i, �i

"

L
!
Êk,i[current]

| Sk,n, Sk,n≠1

= i
"

Pr
!
Êk,i[current]

| Ê̄i, �i

" . (5.54)

Note that the RW Metropolis sampler is repeated for each mouse k œ {1, 2, . . . , K}.

• Given segment n œ {1, 2, . . . , N}, mouse k œ {1, 2, . . . , K}, and the mouse-
specific sampled state durations d

1,1, d
1,2, . . . , d

1,N1 , d
2,1, d

2,2, . . . , d
2,N2 , . . . ,
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dK,1, dK,2, . . . , dK,NK that were obtained simultaneously with the mouse-specific
continuous time hidden state sequences S

1,1, S
1,2, . . ., S

1,N1 , S
2,1, S

2,2,. . .,
S

2,N2 , . . . , SK,1, SK,2,. . . , SK,NK , new estimates for the state i and mouse-
specific logmean state durations µk,i are drawn from the conditional posterior
distribution Pr(µk,i | ) ≥ N(µ̄ck,i, ·2

ck,i). Here, µ̄ck,i represents a combination
of the population estimate for the logmean state duration µ̄i and the observed
mean value of the mouse-specific sampled log transformed state durations dk,i,
and ·2

ck,i represents a combination of the population variance ·2

i and the vari-
ance in the mouse-specific sampled log transformed state durations dk,i. The
sampled duration of the last state for each mouse dk,N is omitted from these
calculations as it could be censored. Again, this step is repeated for mouse
k œ {1, 2, . . . , K}.

• Given the mouse-specific logmean state durations µk,i, a new estimate for the
state i specific population logmean state duration is drawn from its condi-
tional posterior distribution Pr(µ̄i | ) ≥ N(µci, Î2

ci), where µci represents a
combination of the prior chosen value µ

0i and the observed mean value over
the k œ {1, 2, . . . , K} mouse-specific logmean state durations µk,i, and Î2

ci rep-
resents a combination of the prior chosen value Î2

0i and the variance in the
mouse-specific logmean state durations ·2

i .

• Given the mouse-specific logmean state durations µk,i and the population log-
mean state duration µ̄i, a new estimate for the state i specific variance over
the mouse-specific logmean state durations ·2

i (i.e., theµk,i is drawn from its
conditional posterior distribution Pr(·2

i | ) ≥ IG(gci, hci), where gci represents
a combination of the prior chosen value g

0

and the number of mice K in the
dataset, and hci represents a combination of the prior chosen value h

0

and
the sum of squares of the population logmean state duration µ̄i minus the
mouse-specific logmean state durations µk,i.

• Given the mouse-specific sampled state durations d
1,1, d

1,2, . . . , d
1,N1 , d

2,1, d
2,2,

. . . , d
2,N2 , . . . , dK,1, dK,2, . . . , dK,NK and the mouse-specific logmean state du-

rations µk,i, one overall, mouse a-specific, i.e., population, estimate for the
variation in the state i durations ‡2

i is drawn from its conditional posterior
distribution Pr(‡2

i | ) ≥ IG(bci, cci), where bci represents a combination of
the prior chosen value b

0

and the number of observations for the duration of
state i over all mice, and cci represents a combination of the prior chosen value
c

0

and the sum of squares of the mouse-specific logmean µk,i minus the log
transformed durations for state i for mouse k, summed over all mice.

These steps are repeated for a large number of iterations, and, after discarding the
first iterations as a "burn-in" period, the sampled parameter estimates provide the
empirical posterior distribution of the model parameters.
To increase computational speed, the code in the package "BayesHSMMcat" that ex-
ecutes the above described algorithm includes an option to run the computationally
most demanding part (the forward-backward recursion that has to be run individu-
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ally for each mouse) parallel over several cores or over several nodes when working
on a cluster.
The acceptance rate of the RW Metropolis sampler for the mouse-specific sets of
intercepts ‹k,i and Êk,i (i.e., related to the mouse-specific state-dependent probabil-
ities ◊k,i and the mouse-specific state transition probability matrix �k, respectively)
was ≥25% for all batches of mouse k and state i specific intercepts ‹k,i and Êk,i in
all described analyses (i.e., the simulation study and the real-date example), where
an acceptance rate of ≥23% is considered optimal when many parameters are being
updated at once [141].

Scaling the proposal distribution of the RW Metropolis sampler To obtain
the scale parameter �‹k,i and �Êk,i of the proposal distributions of the RW Metropo-
lis sampler for ‹k,i and Êk,i, respectively, we followed the method outlined by Rossi
et al [145], which has several advantages as discussed below.
The general challenge of the RW Metropolis sampler is that it has to be "tuned"
by choosing the scale of the symmetric proposal distribution (e.g., the variance or
covariance of a Normal or multivariate Normal proposal distribution, respectively).
The scale of the proposal distribution is composed of a covariance matrix �, which
is then tuned by multiplying it by a scaling factor s2. Hence we denote the scale of
the proposal distribution by s2�. The scale s2� has to be set such that the drawn
parameter estimates cover the entire area of the posterior distribution (i.e., the scale
� should not be set too narrow because then only candidate parameters in close prox-
imity of the current parameter will be drawn), but remains reasonably e�cient (i.e.,
the scale � should not be set too wide because then many candidate parameters will
be rejected resulting in a slowly progressing chain of drawn parameter estimates).
There are various options for the covariance matrix �. Often, the covariance matrix �
is set such that it resembles the covariance matrix of the actual posterior distribution.
To capture the curvature of each individual mouse’s conditional posterior distribu-
tion, the scale of the RW Metropolis proposal distribution should be customized to
each mouse. This also facilitates the possibility to let the amount of information
available within the data of a mouse for a parameter determine to which degree the
population level distribution dominates the estimation of the mouse-specific param-
eters (i.e., the individual level parameters). Hence, to approximate the conditional
posterior distribution of each mouse, the covariance matrix is set to be a combination
of the covariance matrix obtained from the mouse individual data and the population
level covariance matrix �i or �i. To estimate the covariance matrix from the mouse
individual data, which is only used for the proposal distribution of the RW Metropo-
lis sampler, we simply use a Maximum Likelihood Estimate (MLE), as this quantity
is only used for the purpose of scaling the proposal distribution and is not part of
the estimated parameter values that constitute the posterior distribution. The MLE
estimate of the covariance matrix is obtained by maximizing the likelihood of the
Multinomial Logit (MNL) model on the data, and retrieving the Hessian matrix Hk,i

(i.e., the second order partial derivatives of the likelihood function with respect to
the parameters). The covariance matrix of the parameters is the inverse of the Hes-
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sian matrix, H≠1

k,i . Hence, the covariance matrices for ‹k,i and Êk,i, are defined by
�‹k,i = (H‹k,i + �≠1

i )≠1 and �Êk,i = (HÊk,i + �≠1

i )≠1, respectively. For ‹k,i, the
data on which the Hessian is obtained is the frequency with which a behavioral act is
observed in state i of mouse k. For Êk,i, this data is the frequency with which state
i transitions to another state within mouse k. Hence, the mouse-specific covariance
matrix (i.e., the inverse of the Hessian matrix) is based on the sampled hidden state
sequence. Therefore, the MLE estimates of the mouse-specific covariance matrices
that are used for the RW Metropolis proposal distributions have to be obtained in
each iteration, as the sampled hidden state sequence changes in each iteration.
A potential problem with maximizing the log-likelihood of each mouse’s individual
data, is that a certain state might not be sampled for a mouse (e.g., if a mouse does
not show the behavioral act medium in shelter or long in shelter in the observed event
sequence). To circumvent this problem, we modify the individual likelihood function
by adding a so-called regularizing likelihood function that has a defined maximum
to the individual-level likelihood function. We maximize the resulting pooled like-
lihood function in order to obtain the MLE estimates. Here, we use the likelihood
function of the combined data over all mice that are considered to be part of one
group as the regularizing likelihood function. The pooled likelihood function is scaled
by 1 ≠ w ◊ individual-level likelihood + w ◊ overall likelihoodn.obsk/N.obs, so that the
overall likelihood function does not dominate the individual-level likelihood function,
and where n.obsk is the number of data observations for mouse k and N.obs is the
total number of data observations over all mice in a group.
Now that we defined the covariance matrix � for the scale of the RW Metropolis
sampler proposal distribution, we have to define the scalar factor s2 to obtain the
scale s2� of the proposal distribution. As in [145], we adopt the scaling proposal
of Roberts and Rosenthal [150], and set scaling to s2 = (2.93/

Ôn.param)2, where
n.param is the number of parameters to be estimated for Êk,i or ‹k,i in the RW
Metropolis sampler, which equals m≠2 in case of Êk,i (where m denotes the number
of states) and q ≠ 1 in case of ‹k,i (where q denotes the number of behavioral acts).
In summary, the scale parameter s2�‹k,i and s2�Êk,i of the proposal distributions of
the RW Metropolis sampler for ‹k,i and Êk,i are defined as:

s2�‹k,i = (2.93/


q ≠ 1)2 ◊ (H‹k,i + �≠1

i )≠1, and (5.55)
s2�Êk,i = (2.93/

Ô
m ≠ 2)2 ◊ (HÊk,i + �≠1

i )≠1, (5.56)

where H‹k,i is the Hessian of the kth mouse’s data of the frequency with which a
behavioral act is observed within state i evaluated at the MLE of the pooled likeli-
hood, HÊk,i is the Hessian of the kth mouse’s data of the frequency with which state
i transitions to another state evaluated at the MLE of the pooled likelihood, and �≠1

i

and �≠1

i are the inverses of the population level covariance matrices. This provides
us with m pairs of scale parameters that closely resemble the scale of the mouse-level
conditional posterior distribution, and that 1) are automatically tuned (i.e., we do
not require experimentation to determine s2 to tune the covariance matrix), 2) allow
the amount of information available within the data of a specific mouse to determine
the degree to which the population level distribution dominates the estimation of
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that mouse’s level parameters, and 3) do not require each state to be sampled in the
hidden state sequence as not each individual-level likelihood is required to have a
maximum.

Full conditional posterior distributions of the hierarchical HSMM In the
hybrid Metropolis within Gibbs sampler, all model parameters are directly sampled
from their full conditional posterior distributions, except for the mouse-specific pa-
rameters for the state-dependent distributions and transition probabilities ‹k,i and
Êk,i, see below. The full conditional posterior distributions are obtained by applying
Bayes theorem, combining the (hyper-)prior distribution of the model parameter and
the likelihood function. Direct sampling from the conditional posterior distributions
for these model parameters is possible because the choice of the (hyper-)prior distri-
bution results in a closed form expression of the full conditional posterior distribution.
That is:

• The full conditional posterior distributions of �i and �i (i.e., the state i specific
population covariance between the mouse k batches of the q ≠ 1 random inter-
cepts ‹k,i pertaining to the mouse-specific state-dependent probabilities ◊k,i,
and the state i specific population covariance between the mouse k batches
of the m ≠ 2 random intercepts Êk,i pertaining to the mouse-specific state
transition probabilities, �k) are:

Pr(�i | ) ≥ IW(�ci, dfc) (5.57)

�ci = 1

�0
+ SS‹ + K

0

K

K
0

+ K
(‹

0

≠ ¯̄‹k,i)(‹0

≠ ¯̄‹k,i)T

SS‹ =
ÿ

k

(‹k,i ≠ ¯̄‹k,i)(‹k,i ≠ ¯̄‹k,i)T

dfc = df
0

+ K

Pr(�i | ) ≥ IW(�ci, dfc) (5.58)

�ci = 1

�0
+ SSÊ + K

0

K

K
0

+ K
(Ê

0

≠ ¯̄Êk,i)(Ê0

≠ ¯̄Êk,i)T

SSÊ =
ÿ

k

(Êk,i ≠ ¯̄Êk,i)(Êk,i ≠ ¯̄Êk,i)T

dfc = df
0

+ K

where xT is the transpose of x, ‹
0

and Ê
0

denote a vector of chosen mean
values of the Normal hyper-prior distribution on the population mean vector
‹̄i and Ê̄i, respectively, and K

0

denotes the number of observations (i.e., the
number of hypothetical prior mice) on which the prior mean vectors ‹̄i and Ê

0

are based, K denotes the total number of mice in the dataset, �
0

and �
0

denote
the chosen covariance values of the Inverse Wishart hyper-prior distribution
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on the population covariance �i and �i, respectively, ¯̄Êk,i and ¯̄‹k,i denote
the mean over the mouse-specific parameters ‹k,i and Êk,i (i.e., the mouse-
specific intercepts associated to the state-dependent probabilities and the state
transition probabilities, respectively), respectively, and df

0

denotes the prior
specified degrees of freedom of the Inverse Wishart hyper-prior distribution on
the population covariance �i and �i.

• The full conditional posterior distributions of ‹̄i and Ê̄i (i.e., the state i spe-
cific population mean vector of the mouse-specific batches of intercepts ‹k,i

and Êk,i pertaining to the state-dependent probabilities and state transition
probabilities, respectively) are:

Pr(‹̄i | ) ≥ N(‹ci,
1

Kc
�i) (5.59)

‹ci = K
0

‹
0

+ K ¯̄‹k,i

K
0

+ K
Kc = K + K

0

Pr(Ê̄i | ) ≥ N(Êci,
1

Kc
�i) (5.60)

Êci = K
0

Ê
0

+ K ¯̄Êk,i

K
0

+ K
Kc = K + K

0

where ‹
0

and Ê
0

denote the chosen mean values of the Normal hyper-prior
distribution on the population mean vector ‹̄i and Ê̄i, respectively, K

0

denotes
the number of observations (i.e., the number of hypothetical prior mice) on
which the prior mean vectors ‹

0

and Ê
0

are based, K denotes the total number
of mice in the dataset, and ¯̄Êk,i and ¯̄‹k,i denote the means of the mouse-specific
parameters ‹k,i and Êk,i, respectively.

• The full conditional posterior distribution of µk,i (i.e., the state i and mouse-
specific logmean state duration) is:

Pr(µk,i | ) ≥ N(µ̄ck,i, ·2

ck,i) (5.61)

µ̄ck,i = 1
(1/·2

i ) (nrk,i/‡2

i ) ◊
A

µ̄i

·2

i

+
q

n log(dk,n | Sk,n = i)
‡2

i

B

·2

ck,i = 1
(1/·2

i ) (nrk,i/‡2

i )

where µ̄i and ·2

i denote the state i specific population mean of, and variance
in, the mouse k state i specific logNormal means µk,i (i.e., the mean of the
log transformed state durations), nrk,i denotes how many times a duration for
state S = i is sampled for mouse k, ‡2

i denotes the state i specific variance
of the log transformed state durations over all mice, and

q
n log(dk,n | Sk,n =

i) denotes the sum over the log transformed durations d for segment n œ
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{1, 2, . . . , N} for mouse k, given that state Sk,n of the continuous time state
sequence equals i.

• The full conditional posterior distribution of µ̄i (i.e., the state i specific popu-
lation logmean state duration) is:

Pr(µ̄i | ) ≥ N(µci, Î2

ci) (5.62)

µci = 1
(1/Î2

0i) (K/·2

i ) ◊
A

µ
0i

Î2

0i

+
q

k µk,i

·2

i

B

Î2

ci = 1
(1/Î2

0i) (K/·2

i )

where µ
0i and Î2

0i denote the chosen mean and variance values, respectively,
of the Normal hyper-prior distribution on the population mean state duration
µ̄i, ·2

i denotes the state i specific population variance in the mouse k logmean
state durations µk,i, and K denotes the total number of mice in the dataset.

• The full conditional posterior distribution of ·2

i (i.e., the state i specific vari-
ance over the mouse-specific logmean state durations µk,i) is:

Pr(·2

i | ) ≥ IG(gci, hci) (5.63)
gci = g

0

+ K/2

hci = h
0

+
q

k(µk,i ≠ µ̄i)2

2

where g
0

and h
0

denote the shape and scale values of the Inverse Gamma
hyper-prior distribution on the state i specific variance over the mouse-specific
logmean state durations ·2

i , K denotes the total number of mice in the dataset,
µk,i denotes the state i and mouse k specific logmean state duration, and µ̄i

denotes the state i specific population logmean state duration.

• The full conditional posterior distribution of ‡2

i (i.e., the state i specific and
mouse a-specific variance over the log transformed state durations) is:

Pr(‡2

i | ) ≥ IG(bci, cci) (5.64)
bci = b

0

+ n̄ri/2

cci = c
0

+
q

k

q
n

!
log(dk,n | Sk,n = i) ≠ µk,i

"
2

2

where b
0

and d
0

denote the shape and scale values of the Inverse Gamma
prior distribution on the state i specific variance of the log transformed state
durations ‡2

i , and n̄ri denotes how many times a duration for state S = i
is sampled in the pooled data over all mice.

q
k

q
n

!
log(dk,n | S = i) ≠

µk,i

"
2 denotes the sum over the squared di�erence between the log transformed

durations d given that state Sk,n of the continuous time hidden state sequence



210 Chapter 5. Using Markov models to analyze behavioral data of mice

equals i, and the state i and mouse-specific logmean state duration µk,i for
segment n œ {1, 2, . . . , N} and mouse k œ {1, 2, . . . , K}.

For the intercepts ‹k,i and Êk,i, related to the mouse-specific state-dependent prob-
abilities of observing an act ◊k,i and the mouse-specific state transition probability
matrix �k, respectively, the choice of prior distributions does not result in closed
form expressions of the full conditional posterior distributions. That is, for the
mouse-specific sets of intercepts ‹k,i related to the mouse-specific state-dependent
probabilities of observing an act within state i, the full conditional posterior distri-
bution when we assess a standard multivariate normal prior is:

Pr(‹k,i |) Ã L
!
‹k,i | Ok,t, Sk,t = i

"
Pr

!
‹k,i | ‹̄i, �i

"
, (5.65)

Pr
!
‹k,i | ‹̄i, �i

"
≥ N(‹̄i, �i

"
),

and the likelihood is the product of the probabilities of the observed acts Ok,t = l œ
{1, 2, . . . , q} within sampled states S = i in mouse k over time points t:

L
!
‹k,i | Ok,t, Sk,t = i

"
=

Ÿ

t

Pr(Ok,t = l | Sk,t = i, ‹k,i), (5.66)

Pr(Ok,t = l | Sk,t = i, ‹k,i) = exp(‹k,il)
1 +

qq
¯l=2

exp(‹k,i¯l)
,

where the product is restricted to the set of time points that coincide with the sam-
pled state S for mouse k at time point t being i, and q is the number of acts. The
numerator is set equal to one for l = 1, making the first behavioral act in the set the
baseline category in every state.
For the mouse-specific sets of intercepts Êk,i related to the state-transition probabil-
ities to transition from state i to any of the other states j œ {1, 2, . . . , m}, i ”= j, the
full conditional posterior distribution when we assess a standard multivariate normal
prior is:

Pr(Êk,i |) Ã L
!
Êk,i | Sk,n, Sk,n≠1

= i
"

Pr
!
Êk,i | Ê̄i, �i

"
, (5.67)

Pr
!
Êk,i | Ê̄i, �i

"
≥ N(Ê̄i, �i),

and the likelihood is the product of the probabilities of the observed transitions from
state i in the previous segment n≠1 to any of the other states Sk,n = j over segments
n in mouse k:

L
!
Êk,i | Sk,n, Sk,n≠1

= i
"

=
Ÿ

n

Pr(Sk,n = j | Sk,n≠1

= i, Êk,i), (5.68)

Pr(Sk,n = j | Sk,n≠1

= i, Êk,i) = exp(Êk,ij)
1 +

q
¯jœZ exp(Êk,i¯j) ,

where Z œ {1, 2, . . . , m, Z ”= i and Z ”= 2 if i = 1, otherwise Z ”= 1 }

where the product is restricted to the set of segments that coincide with the sampled
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state S in the previous segment n ≠ 1 being i for mouse k, and m is the number of
states. The numerator is set equal to 1 for j = 2 if i = 1, and for j = 1 otherwise,
making the first behavioral state (not counting self-transitions) of every row of the
transition probability matrix �k the baseline category.
As the conditional posterior distributions for ‹k,i and Êk,i do not result in a closed
form expression of a know distribution, we cannot directly sample values of ‹k,i and
Êk,i from their conditional posterior distributions with pre-defined equations on how
to obtain the current (i.e., updated using a combination of the value of the hyper-
prior and the data) parameters of the conditional posterior distributions. Instead,
new values for ‹k,i and Êk,i are sampled using a RW Metropolis sampler, as described
above.

5.5.4 Description of the young adult and aged mice used in the
real data application of the hierarchical HSMM

Young adult mice Thirty male C57BL/6J mice were obtained from Charles River
Laboratories (L’Arbresle, France; European supplier of Jackson Laboratories) and
maintained in the facilities of the NeuroBSIK consortium (VU University, Amster-
dam, The Netherlands or at Harlan Laboratories, Horst, The Netherlands). Mice
were single housed on sawdust in standard Makrolon type II cages enriched with
cardboard nesting material for at least one week prior to experiments, with water
and food (2018 Teklad, Harlan Laboratories, Horst, The Netherlands) ad libitum
(7:00/19:00 lights on/o�; providing an abrupt phase transition). These mice were 8
to 12 weeks old when put through the PhenoTyper protocol.

Aged mice Twenty-six male wild-type C57BL/6J mice were bred in-house and
singly housed on sawdust in standard Makrolon type II cages enriched with cardboard
nesting material, with water and food (2018 Teklad, Harlan Laboratories, Horst,
The Netherlands) ad libitum (7:00/19:00 lights on/o�; providing an abrupt phase
transition). These mice were 50 or 60 weeks old when put through the PhenoTyper
protocol.

Experiments were carried out in accordance with the European Communities Council
Directive of 24 November 1986 (86/609/EEC), and with approval of the local Animal
Experiments Committee of the VU University.


